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Docker Guide

A Virtual Machine (VM) is a software-based emulation of a physical computer. It allows you to run an
entire operating system (OS) inside your existing OS—like running a second computer within your main

one.

Think of it like this:

AVM is a "computer within a computer" that behaves just like a real one.

How Virtual Machines Work

Host Machine: This is your physical computer (Windows, Linux, macOS).
Hypervisor: This is software that creates and manages VMs.
There are two types:

o Type 1 (Bare-metal): Runs directly on hardware (e.g., VMware ESXi).

o Type 2 (Hosted): Runs on a host OS (e.g., VirtualBox, VMware Workstation).
Guest Machine: The OS installed inside the VM (e.g., Ubuntu, Windows).

Virtual Machine Components:

Component Description

Virtual CPU ||Simulated processor shared from the host

Virtual RAM|Memory allocated from host to the VM

Virtual Disk ||A file on the host that acts like a hard disk for the VM
Network Simulated network card (can bridge to real networks)

Hypervisor

A hypervisor is software that creates and runs virtual machines (VMs) also known as guest
machines
It isolated the hypervisor operating system and resources from the virtual machines and enables
the creation and management of those VMs
The hypervisor treats host resource-like CPU, memory, and storage-as a pool that can be easily
reallocated between existing guests or to new virtual machines
Generally, there are two types of hypervisors
o Type-1 hypervisors, called bare metal run directly on the host’s hardware. Ex: Microsoft
Hyper-V or VMWare ESXi hypervisor
o Type 2 hypervisors, called hosted, run as a software layer on an operating system. Ex:
VirtualBox VMware Player

Run each service with its own dependencies in separate VMs

Each VM has its own underlying OS and hosts a Microservice

Strong isolation and resource control between other VMs and host

Each VM can have its own dependencies and libraries for the services

So different services across VMs can have different versions of same dependency
Matrix from hell problem is no more
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How does a hypervisor work?

/Forung Data

Missing Dependencies and Platform Differences
e One common challenge for DevOps teams is managing an application’s dependencies and
technology stack across various cloud and development environments. As part of their routine
tasks, they must keep the application operational and stable-regardless of the underlying platform
that it runs on.

e Imagine being able to package an application along with all its dependencies easily and then run the
same smoothly across development, test and production environments

Application

Librazies

e Dev: It works fine in my system
e Tester: It does not work in my system

Before Docker

e Adeveloper sends code to a tester, but it does not run on the tester’s system due to various
dependencies issues, however it works fine on the developer’s end

After Docker

e Asthe tester and developer now have the same system running on Docker container, they
both can run the application in the Docker environment without having to face differences
in dependencies issues as before
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What is Docker?

Docker is a platform for developing, shipping, and running applications inside lightweight, portable
containers. Containers allow you to package an application with all its dependencies, such as libraries and
configurations, ensuring that it runs consistently across different environments (from development to

production).

Key features of Docker include:

1. Containerization: Docker containers isolate applications and their dependencies from the
underlying system, ensuring that the application behaves the same regardless of the environment.

2. Portability: Docker containers can run on any system that has Docker installed, whether itis ona
developer's laptop, a server, or a cloud environment.

3. Efficiency: Containers share the host OS's kernel, making them lightweight and faster to start

compared to traditional virtual machines.
4. Docker Images: These are the blueprints for creating containers. They are read-only and can be

pulled from a repository like Docker Hub or created locally using a Dockerfile.

5. Docker Compose: A tool for defining and running multi-container Docker applications. It allows you
to specify services, networks, and volumes in a single YAML file.
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The Docker platform

e Docker provides the ability to package and run an application in a loosely isolated environment called a

container

e The isolation and security lets you run many containers simultaneously on a given host

e Containers are lightweight and contain everything needed to run the application, so you don’t need to
rely on what’s installed on the host.

e You can share containers while you work and be sure that everyone you share with gets the same

container that works in the same way.
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Benefits of Docker in the SDLC

1. Build: Docker allows development teams to save time, effort, and money by dockerizing their
applications into single or multiple modules.

2. Testing: With Docker, you can independently test each containerized application (or its
components) without impacting other components of the application. This also enables a secured
framework by omitting tightly coupled dependencies and enabling superior fault tolerance.

3. Deploy and maintain: Docker helps reduce the friction between teams by ensuring consistent
versions of libraries and packages are used at every stage of the development process.

Explain the architecture of Docker.

The architecture of Docker is designed to provide a lightweight, efficient, and scalable solution for
containerization. Docker simplifies the process of packaging, deploying, and running applications in
isolated environments called containers. The architecture consists of several key components that work
together to make Docker functional and efficient.

Here’s an overview of Docker's architecture:
1. Docker Client

The Docker client is the primary way users interact with Docker. It is the command-line interface (CLI) or
graphical user interface (GUI) that sends commands to the Docker daemon to manage containers, images,
networks, and volumes.

e Docker CLI: The most common way to interact with Docker is through the command line interface,
using commands like docker build, docker run, docker ps, and docker images.

¢ Docker API: The Docker client can also interact with the Docker daemon using the REST API, which
is used for more programmatic access to Docker features.

The client communicates with the Docker daemon over a Unix socket or through a network connection (in
the case of remote communication).

2. Docker Daemon (dockerd)

The Docker daemon is the core component of Docker. It is responsible for managing Docker containers,
images, networks, and volumes. The daemon listens for Docker APl requests from the client and handles
the creation, running, and management of containers.

¢ Manages Containers: The Docker daemon is responsible for creating, starting, stopping, and
deleting containers.

¢ Image Management: It pulls images from Docker registries (e.g., Docker Hub), builds images from
Dockerfiles, and stores them locally.

e Container Networking: It manages the networking of containers, allowing them to communicate
with each other and with external systems.

¢ Volume Management: It handles the creation and management of persistent storage volumes that
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are used by containers.
¢ Interacts with Docker Registry: The daemon interacts with Docker registries (local or remote) to
pull or push images.

The Docker daemon can run on a single host or be part of a multi-node Docker Swarm cluster.

3. Docker Registry

A Docker registry is a repository where Docker images are stored. It is used to store and distribute images
across different machines and environments.

e Docker Hub: This is the default public registry maintained by Docker. It provides a large collection
of publicly available images, including popular software like nginx, MySQL, and Python.

¢ Private Registries: Organizations can set up private Docker registries to store and manage their
own images securely, away from public access.

e Registry Functions: The Docker registry serves as the storage for images, enabling image sharing
and distribution. It also manages tags, which are used to differentiate different versions of the
same image.

When a container is launched, the Docker daemon may pull an image from the registry (if it's not already
available locally) and use it to create a container.

4. Docker Containers

Containers are lightweight, isolated environments where applications and their dependencies run.
Containers are based on images and provide a way to package software so that it can run consistently
across different environments.

¢ Isolation: Containers provide process and filesystem isolation, but share the host OS kernel. This
makes containers much lighter and faster compared to virtual machines.

e Ephemeral: Containers are typically short-lived and can be created, started, stopped, and deleted
quickly.

e Consistent Runtime: Since containers encapsulate the application and its dependencies, they
provide consistency in different environments, from development to production.

5. Docker Images

Animage is a read-only template used to create containers. It consists of the application code, libraries,
system tools, and settings necessary for running the application. Docker images are built from Dockerfiles,
which contain instructions on how the image should be constructed.

e Layers: Docker images are composed of layers, each representing an instruction in the Dockerfile.
Layers are cached to speed up the building process. When a layer changes, only the modified layers
need to be rebuilt.

e Base Images: Images can be built from scratch (using a FROM scratch statement in a Dockerfile) or
from a base image, such as ubuntu or alpine.

¢ Image Registry: Once built, Docker images are pushed to a registry (such as Docker Hub) for storage
and distribution.
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6. Docker Engine

The Docker engine is the core component of Docker, consisting of the Docker daemon (dockerd), Docker
client, and other components like the container runtime. The Docker engine is responsible for creating and
managing containers, as well as handling communication between various components like the Docker
client, registry, and daemon.

The Docker engine runs on the host operating system and provides the functionality needed to run Docker
containers.

7. Docker Volumes

Docker volumes are persistent storage used by containers to store data. Volumes exist independently of
containers and can be shared between containers or persist data even when a container is deleted.
Volumes are particularly useful for storing database files, logs, or any other data that should persist
between container restarts.

e Managed by Docker: Volumes are managed by Docker, and Docker handles the lifecycle of volumes
(creating, deleting, and backing up data).

¢ Mounted into Containers: Volumes are mounted into containers at specified directories and can be
used by the application running inside the container.

8. Docker Networks

Docker networks enable containers to communicate with each other and with the outside world.
Containers in Docker can be connected to different types of networks, and Docker provides several built-in
network drivers.

e Bridge Network: The default network mode for containers. It allows containers to communicate
with each other on the same host.

e Host Network: Containers use the host’s network stack directly, without isolation.

e Overlay Network: Used in Docker Swarm for multi-host communication, allowing containers to
communicate across different hosts in the Swarm.

¢ None Network: Containers do not have networking and are completely isolated from the network.

9. Docker Swarm

Docker Swarm is Docker’s native clustering and orchestration tool. It allows you to manage a cluster of
Docker engines (hosts) as a single, unified system.

e Node Types: Docker Swarm consists of manager nodes (that manage the cluster) and worker nodes
(that run the containers).

e Service Management: Docker Swarm allows you to define services (a set of containers) and manage
them across the swarm. Swarm handles load balancing, scaling, and ensuring that the desired state
is maintained.
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Docker Architecture Diagram:

Here is a high-level view of Docker's architecture:

S — + - +
| Docker Client | | Docker Registry |
| (CLI or API Client) | <-----> | (e.g., Docker Hub, |
| | | Private Registries) |
N S —— + S +

| N

v |

_____ + |
Docker Daemon | <------------ +
(dockerd) |

(Manages containers, |
images, networks, |
volumes) |

+ ——— — — +

Docker Containers|
(Running Apps) |

+ — — +

Conclusion:

Docker architecture is composed of several interacting components that work together to provide a
seamless containerization experience. The Docker client and daemon interact to manage containers and
images, while the Docker registry stores and distributes images. Docker containers offer isolated
environments for running applications, while Docker volumes and networks provide persistent storage and
communication between containers. Docker Swarm enables orchestration, making it easy to scale and
manage containerized applications across multiple hosts. Together, these components form the
foundation of Docker's powerful containerization platform.

What exactly are containers?

e Docker is based on Linux Containers (LXC), a containerization technology built into Linux
e LXCrelies on two Linux kernel mechanisms: control groups and namespaces

e Containers can be considered as light weighted VM that has:

Own process space

Own network space

Can run applications and services as root

Uses Host OS (OS Virtualization)

Does not need systemd as PID1

o O O O

e The processes inside the containers are visible to Host machine, unlike in VM which are completely
hidden
e Containers are nothing but a processes!
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o Kernel

Namespaces

Namespaces are a way of isolating different resources and creating a virtualized environment for
containers. When a container is created, Docker uses namespaces to ensure that each container has its
own isolated view of the system. There are several types of namespaces used in Docker:

Types of Namespaces in Docker:

e PID (Process ID) Namespace: Isolates the process IDs (PIDs) of containers. Each container gets its
own PID namespace, meaning the processes inside the container can only see other processes
running inside that container. This helps to prevent one container from interfering with or
accessing processes in another container or on the host.

e NET (Network) Namespace: Isolates the network stack of the container, giving it its own network
interfaces, IP addresses, routing tables, and ports. This allows containers to communicate with each
other or the outside world while remaining isolated from the host’s network.

¢ MNT (Mount) Namespace: Isolates the filesystem mount points. Each container has its own set of
mount points (e.g., directories, filesystems), which are isolated from the host system and other
containers. This ensures that containers cannot access each other's files unless specifically
configured (e.g., via volumes).

¢ UTS (UNIX Time-sharing System) Namespace: Provides isolation of system identifiers like the
hostname and domain name. Each container has its own hostname, and this helps prevent
containers from affecting the host system's hostname or seeing each other’s hostnames.

¢ IPC(Inter-Process Communication) Namespace: Isolates resources used for communication
between processes, such as semaphores, message queues, and shared memory. This ensures that
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containers can only communicate with processes inside the same container (unless specifically
configured).

USER Namespace: Isolates the user and group IDs between containers. A process inside a container
may run as a root user (UID 0) inside the container, but it may be mapped to a non-root user on the
host system. This adds an extra layer of security by preventing containers from having root access
to the host.

Benefits of Namespaces:

Isolation: Namespaces provide process and resource isolation, ensuring that containers cannot
interfere with each other or with the host system.

Security: By isolating resources, namespaces reduce the attack surface and improve security
between containers.

Resource Management: Containers can have dedicated, isolated resources (e.g., filesystems,
network interfaces), which improves efficiency and prevents conflicts.

Cgroups

Cgroups are another kernel feature that allows Docker to limit and manage the resources (CPU, memory,
disk 1/0, etc.) allocated to containers. They enable resource control and ensure that containers do not
consume excessive system resources that could affect the host system or other containers.

Key Functions of Cgroups:

Resource Limiting: Cgroups allow you to specify the maximum amount of CPU, memory, or I/O a
container can use. This ensures that containers do not hog resources and provides fair distribution
across multiple containers running on the same system.

Resource Accounting: Cgroups track and report the resource usage of containers. This information
can be used to monitor and manage container performance.

Resource Prioritization: Cgroups can assign priorities to containers, allowing certain containers to
have higher or lower access to resources depending on their importance or criticality.

Resource Control: Cgroups allow for the enforcement of resource limits (e.g., preventing a
container from exceeding a set amount of memory, which could cause the host to run out of
memory).

Example Use of Cgroups in Docker:

Limiting CPU Usage: You can limit the CPU resources available to a container:
docker run -d --name my-container --cpus="1.5" my-image

This command limits the container to 1.5 CPU cores.

Limiting Memory Usage: You can set a memory limit for a container:

docker run -d --name my-container --memory="512m" my-image

This command limits the container to use a maximum of 512 MB of memory.
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Benefits of Cgroups:

Fair Resource Allocation: Cgroups prevent a container from consuming too much of a host’s
resources, ensuring that other containers have access to necessary resources.

Improved Performance: By managing the resources allocated to containers, cgroups help improve
the overall system's stability and performance, especially in multi-container environments.
Preventing Resource Exhaustion: Cgroups help prevent one container from consuming all of the
host's resources (e.g., memory or CPU), which could otherwise lead to system crashes or degraded
performance.

Summary of Namespaces and Cgroups:

Feature Namespaces Cgroups

Functionality

Provides process and resource isolation |[Manages and limits the resources (CPU, memory,

for containers. I/0) used by containers.
Main Isolate containers from each other and ||Control and monitor the resource usage of
Purpose the host system. containers.
Kev U Isolation of filesystem, processes, Resource limitation and monitoring (e.g., CPU,
ey Use
4 network, etc. memory, disk).
PID, NET, IPC, MNT, UTS, USER o _
Example Limiting CPU usage, memory usage, disk I/0.

namespaces.

How Namespaces and Cgroups Work Together in Docker:

Namespaces provide the isolation needed for containers to run independently from each other and
from the host.

Cgroups ensure that containers do not consume too many resources, preventing one container
from negatively affecting the host system or other containers.

Together, namespaces and cgroups provide the foundation for Docker’s lightweight containerization,
ensuring that containers are isolated from each other and the host system while maintaining efficient
resource usage.

The container runtime is the software that is responsible for running and managing containers on a
host system

It interacts with the operating system’s kernel to create, start, stop, and delete containers

There are several container runtime available: Docker, container, CRI-O, rtk etc

Docker provides tools to make creating and working with containers as easy as possible

For Docker, docker run is what creates and runs the container, behind the scenes it is runc that is
doing the process
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Functionality:

Tasks

Usage

runc is a lightweight container runtime that provides basic functionality for creating and running
containers according to the Open Container Initiative(OCl) specification.

It strictly adheres to the OCl runtime and image specifications, making it a reference
implementation for these standards

Containers is a higher-level container runtime that manages the entire container lifecycle
Containerd is a daemon that listens to user commands, pulls and stores requested images, and
controls the container lifecycle.

It acts as an industry-standard core container runtime, offering an API that higher-level container
orchestration can use. It abstracts away the complexities of low-level container runtime
management.

runc is responsible for low-level tasks such as creating namespaces, cgroups, and other constructs
that make up a container

For some actions, containerd makes use of runc a low-level container runtime.
For example, when containerd needs to start a container, it tells runc to do that.
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Docker CLI @

UNIX Socket
/var/run/docker.sock

Docker Daemon

What are REST APIs

e AREST APl is the most common standard used between clients (a person or application) who want
to access information from the web from Servers (application or database) who have access to that
information

e An Application Programming Interface (API) is a way for two computers to talk to each other over
the web.

e For example, a delivery app can use the Google Maps API to support location tracking instead of
building one from scratch

/surveys

/surveys/123
/surveys/123/resp ...

e REST, which stands for Representational State Transfer, is an architectural style for designing
networked applications

e [tis nota standard or a protocol but a set of principles and constraints that promote a scalable and
stateless communication between components in a distributed system.

e RESTful APIs use standard HTTP methods to perform operations on resources like

GET: make a read only request to view either a single or list of multiple resources
POST: Create a new resource based on the payload given in the body of the request
DELETE: Destroy the given resource based on the id provided

i A e

PUT: Update the entire fields of the resource based on the given body of the request or
create a new one if not already exists
5. PATCH: Update only the fields of the resource if it exists
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Docker Images

A Docker image is a lightweight, portable, and executable package that includes everything needed to run
an application in a Docker container. It contains the application code, runtime, libraries, environment
variables, and configurations necessary for the application to run. Docker images are read-only and serve
as the blueprint for creating Docker containers.

Key Characteristics of Docker Images:

1. Read-Only:

o Once a Docker image is created, it cannot be modified. Instead, a new image must be
created from a modified version of the original image. When a container is created from an
image, the container’s filesystem is layered on top of the image and can be modified (this is
the container’s writable layer).

2. layered:

o Dockerimages are made up of multiple layers. Each layer represents a set of changes made
to the image (such as adding files, installing dependencies, or configuring the environment).
When you build a Docker image, Docker caches each layer, which makes subsequent builds
faster.

o Layers are shared between images, meaning that if several images share common layers,
they only need to be stored once on the host system.

3. Portable:

o Docker images are portable and can be transferred easily between different environments.
Once an image is created, it can be pushed to a Docker registry (like Docker Hub), shared
with others, or deployed on different machines.

4. Immutable:

o Images are immutable, meaning they do not change after being created. If updates or
modifications are needed, a new image is created, ensuring that the environment remains
consistent.

5. Tagged:

o Docker images are typically tagged with a version number or a label (e.g., node:14,
ubuntu:20.04, or myapp:v1). The tag helps in identifying and referencing specific versions of
the image.

How Docker Images Work:

1. Base Image:

o Every Docker image starts with a base image, which could be a lightweight operating system
(like Ubuntu, Alpine Linux) or an application-specific image (like Node.js, Python). A Docker
image can inherit from other images, forming a chain of images.

2. Llayersin Images:

o Docker images are built in layers. When you create a Docker image, each instruction in the
Dockerfile adds a new layer to the image. For example, if you install software or copy files
into the image, Docker creates a new layer for each of these actions.

o Layers are cached, meaning that if a layer hasn’t changed, Docker will reuse the cached
version of that layer, speeding up subsequent builds.

3. Dockerfile:

o A Dockerfile is a text file that contains a series of instructions to build a Docker image. The
Dockerfile specifies the base image, adds files, installs dependencies, and sets up the
environment for the application.

Page 14



Docker Guide

Example of a simple Dockerfile:

# Use an official Node.js runtime as a base image
FROM node:14

# Set the working directory inside the container
WORKDIR /app

# Copy the current directory contents into the container
COPY..

# Install the dependencies
RUN npm install

# Run the application when the container starts
CMD ["node", "index.js"]

4. Building an Image:
o Once the Dockerfile is ready, you can build the Docker image by running the docker build
command:

docker build -t myapp:1.0 .

This command tells Docker to build an image with the tag myapp:1.0 using the Dockerfile in
the current directory (.).

5. Docker Registry:
o Once an image is built, it can be pushed to a Docker registry (e.g., Docker Hub, Amazon ECR,
or a private registry) for sharing, distribution, and version management.
o Example of pushing an image to Docker Hub:

docker push myusername/myapp:1.0
Docker Image Layers Example:
Consider the following Dockerfile:
FROM ubuntu:20.04
RUN apt-get update && apt-get install -y curl
COPY. /app
This would result in the following layers:
1. Layer 1: The base image ubuntu:20.04
2. Layer 2: The result of running apt-get update && apt-get install -y curl
3. Layer 3: The files copied into /app directory in the container
Each of these layers is stored separately, and Docker optimizes the storage and reusability by sharing layers

across images. If multiple images share common layers, only one copy of that layer will be stored, which
saves disk space.
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Key Uses of Docker Images:

1. Container Creation:

o Docker images are the foundation for running containers. When you execute the docker run
command, Docker creates a container from the specified image and starts it as a running
instance.

2. Versioning and Consistency:

o Docker images ensure that applications run the same way in any environment (developer’s
machine, staging, production) because they include all necessary dependencies and
configurations.

3. Efficiency:

o Docker images are efficient because they allow you to define only the necessary layers for
your application, and Docker uses caching to speed up image creation and reuse layers
across multiple images.

Example of Using Docker Image:

1. Pulling an Image: You can pull a pre-built image from Docker Hub, for example, the official Node.js
image:

docker pull node:14

2. Running a Container from an Image: Once the image is pulled, you can run a container from that
image:

docker run -it node:14 bash
This starts a container using the node:14 image and opens a bash shell inside the container.
Docker Image vs. Docker Container:

o Docker Image: A Docker image is a static, read-only file that contains the application and all
dependencies required to run it. It is used to create Docker containers.

¢ Docker Container: A Docker container is a running instance of a Docker image. It is created from an
image and has a writable layer on top of the image layers where runtime changes are stored.

Conclusion:

A Docker image is a reusable, shareable, and portable snapshot of an application and its environment. It is
the blueprint used to create Docker containers. Docker images enable consistency across environments
and allow for easy distribution and version control of applications.

e A package which consists of an application/software binaries with all its dependencies and
configuration files needed to run the code

e |tis aread-only template and immutable

e Docker image will have a base OS layer in it always, on top of it we install software and its
dependencies

o Adocker image can have a series of layers. Each layer represents an instruction that we run

e |mages are stored in a Docker registry such as hub.docker.com
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Docker Containers

A Docker container is a lightweight, standalone, executable package that includes everything needed to
run a piece of software. This includes the application code, runtime, libraries, environment variables, and
configuration files, ensuring that the software runs consistently across different environments, from
development to production.

Key Characteristics of a Docker Container:

1. Isolation:

o Containers are isolated from each other and from the host system. This means they do not
interfere with one another’s processes, libraries, or network configurations.

o Containers use the host OS's kernel but have their own file system, network interface, and
process space.

2. Lightweight:

o Unlike virtual machines (VMs), which run a full operating system, Docker containers share
the host machine's operating system kernel. This makes containers more efficient and
quicker to start, with lower overhead than VMs.

o Containers are much smaller in size compared to VMs, as they don't need to include a
complete OS.

3. Portability:

o A Docker container can run anywhere, as long as the host machine has Docker installed. This
makes it portable across different systems, cloud providers, and environments.

o Containers are ideal for ensuring consistency across various stages of the software lifecycle
(development, testing, production).

4. Reproducibility:

o Containers are created from Docker images, which are essentially templates containing the
application and its dependencies. Docker images are immutable and can be versioned,
ensuring that the containerized application runs the same way every time.

o A container is a running instance of a Docker image.

5. Fast Startup:

o Containers start almost instantly because they don’t require booting up an entire operating
system like VMs. Instead, they use the host's OS kernel, which makes starting and stopping
containers very fast.

How Docker Containers Work:

¢ Images: A Docker container is created from a Docker image, which includes the application and
everything needed to runit. The image is immutable, meaning it can't be changed once it’s created.
¢ Running a Container: When a container is launched from an image, it becomes a live instance. It
executes the instructions defined in the Docker image but runs in its own isolated environment.
This allows the same image to be used to create multiple identical containers.
e Container Lifecycle:
o Create: When a container is created, it is instantiated from a Docker image.
o Run: The container starts executing the command defined in the image (such as a web
server or application).
o Stop: The container can be stopped at any time without affecting the underlying image or
other containers.
o Delete: Once a container is no longer needed, it can be removed, but the image it was
created from can still be used to create new containers.
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Docker Container vs. Virtual Machine:

e VMs: VMs run an entire operating system (including the OS kernel) on top of a hypervisor, and they
are often large and require significant resources.

e Containers: Containers share the host OS kernel and only include the application and necessary
dependencies, making them much more efficient and faster to deploy.

Example of Docker Container Usage:
You might have a simple web application with a Node.js server and a database. Using Docker, you can:

1. Package your Node.js application and all of its dependencies into a Docker image.

2. Run the application as a container on your local machine.

3. Ensure that the application runs exactly the same way on any machine, regardless of the
environment (developer machine, testing, or production).

Advantages of Docker Containers:

¢ Consistency: The "works on my machine" problem is solved because containers package all
dependencies with the application.

e Portability: Containers can run on any machine that has Docker installed, whether it’s a developer
laptop or a production server.

o Efficiency: Containers are lightweight and share the host operating system's kernel, making them
more resource-efficient than VMs.

e Scalability: Docker containers can be easily scaled up or down, especially when using orchestration
tools like Kubernetes or Docker Swarm.

¢ A container is runtime instance of a Docker Image

e A container is the actual instantiation of the image just like how an object is an instantiation or an
instance of class

e We can create any number of containers from a single docker image, and a running container
cannot change their underlying docker image

¢ Containers are lighter, faster and efficient than VMs

e Docker containers are very similar to LXC containers, and they have similar security features. When
you start a container, Docker creates a set of namespaces and control groups for the container

Explain the lifecycle of a Docker container.

The lifecycle of a Docker container describes the sequence of events that occur from the creation to the
termination of a container. Understanding this lifecycle is essential for managing and automating Dock er
container operations.

Docker Container Lifecycle Stages:

1. Create:

o Acontainer is created from a Docker image. When you run a docker create or docker run
command, Docker initializes the container with the specified image and configuration
options but does not start it yet.

o Atthis stage, the container exists but is not running. Docker assigns a unique container ID,
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prepares its filesystem, and applies configurations such as volumes, networks, and
environment variables.

Example:
docker create --name my-container my-image
The container is created, but it is not yet running.

2. Start:
o Starting a container means Docker launches it and runs the application or process specified
in the Dockerfile (CMD or ENTRYPOINT) or the docker run command.
o When the container starts, Docker allocates system resources like CPU, memory, and
network settings as defined in the container configuration.
o Ifyourun docker run, it creates and starts the container in a single step.

Example:
docker start my-container
The container begins executing the specified command or process.

3. Running:
o The running state refers to the period when the container is actively executing and running
the application defined in the image or the docker run command.
o While in the running state, you can interact with the container, access its services, or
execute commands inside it.
o You can inspect the container using commands like docker ps to see its status and other
runtime details.

Example:
docker ps
4. Pause:
o The pause state temporarily suspends all processes in the container. Docker uses cgroups to
freeze the container’s processes.
o The container’s filesystem and network remain intact, but the processes are paused. This is
useful if you want to temporarily stop a container without terminating it.
o Pausing a container doesn’t stop it but prevents its processes from consuming system
resources.
Example:
docker pause my-container

The container is paused, and the processes inside it are stopped, but it remains in the container list.

5. Unpause:
o Unpausing resumes the container’s processes from the paused state, allowing them to

continue where they left off.
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Example:
docker unpause my-container

6. Stop:

o The stop state terminates the container’s running processes and shuts it down gracefully.
Docker tries to stop the processes cleanly by sending a SIGTERM signal. If the container does
not stop within a grace period (by default, 10 seconds), Docker sends a SIGKILL signal to
force the termination.

o Once stopped, the container is no longer running, but its data and state are still preserved.
You can restart it without losing data if it is configured with persistent storage (e.g.,
volumes).

Example:
docker stop my-container

7. Restart:
o The restart state involves stopping a running container and immediately starting it again.
Docker tries to restart the container in a clean state, using the same configuration as before.
o This is useful when you want to reload a container or recover from an error without
manually stopping and starting the container.

Example:

docker restart my-container

8. Kill:
o The kill state forcefully terminates a running container. This action is more abrupt than
docker stop because it sends a SIGKILL signal immediately to the container’s processes.
o Killing a container can be useful when it is unresponsive or when you need to terminate it
immediately without waiting for a graceful shutdown.
Example:

docker kill my-container

9. Remove:
o The remove state is when a container is completely deleted. When a container is removed,
its data is lost unless data volumes or bind mounts are used to persist it.
o You can remove a stopped container with the docker rm command. Containers that are
running cannot be removed until they are stopped.
o Removing a container cleans up all associated resources (including its filesystem) that were
not persisted in volumes or other external storage.

Example:
docker rm my-container

If you want to remove a container even if it is running, use the -f (force) option:
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docker rm -f my-container

10. Commit (optional):

o Ifyou want to save the current state of a container (including changes made during its
execution) into a new image, you can use the docker commit command.
o This allows you to create a new image based on the running container’s state, which can
later be used to create new containers with the same configuration.
Example:

docker commit my-container my-new-image

The new image can then be used to start other containers.

Summary of the Docker Container Lifecycle:

LNV EWNE

Create: Initialize the container using a Docker image.
Start: Begin running the container.

Running: The container is active and executing processes.
Pause: Temporarily suspend the container’s processes.
Unpause: Resume the container’s processes.

Stop: Gracefully stop the container’s running processes.
Restart: Stop and restart the container.

Kill: Forcefully stop the container’s processes.

Remove: Delete the container, cleaning up its resources.

10 Commit (optional): Save the container's state as a new image.

What are the advantages of using Docker?

Docker offers several significant advantages that help streamline the development, deployment, and
management of applications. Here are the key benefits of using Docker:

1. Consistency Across Environments

Eliminate "Works on My Machine" Problem: Docker ensures that the application runs the same
way on every machine, from development to testing to production. Since the container includes the
application and all of its dependencies, it eliminates discrepancies that may arise from different
environments or configurations.

Isolation: Each container runs in its own isolated environment, ensuring that the application inside
the container has access only to the required dependencies, without being affected by the host
system or other containers.

2. Portability

Cross-Platform: Docker containers can run anywhere, as long as Docker is installed. This means
containers can move seamlessly between different environments—whether local development
environments, on-premise servers, or cloud-based infrastructure.

Cloud Agnostic: Docker is not tied to any particular cloud provider, so you can deploy your
containers to AWS, Google Cloud, Microsoft Azure, or any other cloud service.
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3. Speed and Efficiency

e Fast Startup: Containers are lightweight and start almost instantly. Unlike virtual machines (VMs)
that require booting up an entire operating system, Docker containers use the host OS's kernel and
share resources, enabling them to launch in seconds.

o Efficient Use of Resources: Docker containers are much more efficient in terms of memory and CPU
usage compared to VMs, because containers share the host’s operating system kernel and don't
require a full operating system.

4. Simplified Dependency Management

¢ Complete Environment in a Container: Docker containers encapsulate all the dependencies,
libraries, and configuration files needed to run an application. This makes it easier to manage and
control dependencies across different environments, and helps to avoid version conflicts.

¢ No Dependency Hell: With Docker, dependencies are bundled with the application inside the
container, ensuring that the application has exactly what it needs to run.

5. Scalability and Flexibility

e Easy to Scale: Docker makes it simple to scale applications by adding or removing containers based
on demand. Container orchestration tools like Kubernetes and Docker Swarm help automate the
deployment and scaling of containerized applications.

e Microservices Architecture: Docker is ideal for microservices-based applications, where each
service can run in its own container, allowing independent scaling, updates, and fault isolation.

6. Version Control and Rollbacks

¢ Image Versioning: Docker allows you to tag and version images, making it easy to roll back to a
previous version of the application. You can manage different versions of your application images
and deploy specific versions as needed.

e Immutable Infrastructure: Docker encourages the use of immutable containers that don’t change
after they’re built, improving consistency and reliability in deployments.

7. Isolation and Security

e Application Isolation: Docker containers run applications in isolated environments, preventing
them from interfering with other applications or services. This makes it easier to run multiple
versions of an application or different applications on the same host without conflicts.

e Security: While containers share the host OS kernel, Docker offers features like namespaces and
cgroups to isolate containers. Additionally, Docker enables control over network access, storage,
and the ability to limit resource usage, which enhances security.

8. Portability of Legacy Applications
e Docker allows legacy applications, which may have complex dependencies, to be encapsulated in
containers. This enables them to be migrated from old systems to modern environments without

needing to re-architect the application.

9. DevOps and Continuous Integration/Continuous Deployment (Cl/CD)
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Consistent CI/CD Pipelines: Docker simplifies the process of automating testing, building, and
deploying applications in a continuous integration/continuous deployment pipeline. Containers can
be easily spun up for testing and discarded after the process, improving efficiency.

Integration with CI/CD Tools: Docker works well with popular CI/CD tools like Jenkins, GitLab Cl,
and CircleCl, enabling smooth and automated deployment processes.

10. Resource Efficiency

Lightweight: Containers are smaller and consume fewer resources compared to virtual machines
since they share the host operating system’s kernel and don’t require running an entire OS
instance.

Better Utilization: Multiple containers can run on the same host without significant performance
overhead, which leads to better resource utilization and lower infrastructure costs.

11. Easy Deployment and Rollbacks

Streamlined Deployment: Docker images are portable and can be deployed quickly, reducing the
time and complexity of deployment.

Rollback Capabilities: If something goes wrong with a new containerized application, it’s easy to
roll back to a previous version of the container or image, ensuring smooth application updates and
upgrades.

12. Comprehensive Ecosystem

Docker Hub: Docker provides access to Docker Hub, a public registry with thousands of pre-built
images for various software stacks, which can be directly pulled and used in projects.

Docker Compose: For managing multi-container applications, Docker Compose allows you to define
and run multi-container setups with a simple YAML file. It is particularly useful for orchestrating
complex applications that require multiple services (e.g., a web server, database, and caching
service).

Integration with Orchestration Tools: Docker works seamlessly with orchestration tools like
Kubernetes and Docker Swarm, which help manage large-scale deployments of containerized
applications across clusters of machines.

13. Community and Ecosystem Support

Docker has a large and active community that continually contributes to the ecosystem. You can
find solutions to common problems, share containers with other developers, and leverage open-
source tools and resources developed by the community.

Summary of Key Advantages:

oOuhkWwWNE

Consistency and Portability: Ensures applications run the same way in different environments.
Efficiency: Faster startup and better resource utilization than VMs.

Scalability: Simplifies scaling applications and supports microservices.

Simplified Deployment and Version Control: Easy to deploy and manage versions of applications.
Security: Isolated and secure environments for running applications.

Integration with DevOps Tools: Facilitates automated CI/CD pipelines.
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How is a Docker container different from a virtual machine (VM)?

Docker containers and virtual machines (VMs) are both technologies used to run applications in isolated
environments, but they differ significantly in terms of architecture, performance, resource utilization, and

use cases. Here’s a comparison between the two:

1. Architecture

o Docker Container: Containers run at the application layer. They share the host system's operating
system kernel and isolate the application’s dependencies, environment, and configuration. Each
container includes only the application and its dependencies, not the full operating system.

¢ Virtual Machine (VM): VMs run at the hardware level and require a hypervisor to manage multiple
operating systems on a host system. Each VM includes its own full operating system (guest OS)
along with the application and its dependencies.

2. Resource Overhead

o Docker Container: Containers are lightweight because they share the host operating system’s
kernel. As a result, they consume fewer resources and have lower overhead, allowing for more

containers to run on the same hardware.
e VM: VMs require an entire operating system to run, which leads to more overhead. Each VM runs

its own full OS, consuming significant system resources (CPU, memory, and storage) for the OS
alone.

3. Performance

o Docker Container: Containers have less overhead, so they generally offer better performance. They
can start up quickly (in seconds) because they don’t need to boot up an entire operating system.

¢ VM: VMs take longer to start because they need to boot up the guest operating system, which can
be more resource-intensive and slower to initialize.

4, Isolation

o Docker Container: Containers are isolated from each other using namespaces (for process,
network, and user isolation) and cgroups (for resource limits). However, since containers share the
host's kernel, they are not as isolated as VMs. A security vulnerability in the kernel could potentially
affect all containers running on the host.

e VM: VMs provide full hardware-level isolation, including separate operating systems and kernels.
This isolation is stronger because each VM runs an independent OS, and there’s no direct
interaction between the OSes unless specifically configured.

5. Size and Efficiency

o Docker Container: Containers are much smaller in size since they only contain the application and
its dependencies, not the full operating system. This makes them faster to deploy and easier to
manage.

¢ VM: VMs are larger because they contain an entire operating system in addition to the application.
This means they require more disk space, more memory, and more processing power.
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6. Portability

o Docker Container: Containers are highly portable across different environments (development,
staging, production) and cloud providers, as long as Docker is available on the host machine. They
are consistent because they include everything needed to run the application.

e VM: VMs can be portable, but they are larger and more complex. Moving a VM from one
environment to another can be more cumbersome and may require specific configurations or
adjustments to the underlying hardware.

7. Scalability

¢ Docker Container: Containers can be easily scaled up or down because they are lightweight and can
be started or stopped quickly. Container orchestration tools like Kubernetes and Docker Swarm
can automate scaling and management across clusters.

¢ VM: VMs are heavier and take more time to start or stop. Scaling VM-based applications usually
involves provisioning more hardware resources, which can be more resource-intensive.

8. Use Cases

o Docker Container: Containers are ideal for applications built using microservices, which consist of
multiple independent components that can be deployed and scaled independently. Containers are
well-suited for continuous integration and continuous deployment (CI/CD) pipelines, testing
environments, and lightweight production applications.

e VM: VMs are better suited for running monolithic applications, legacy systems, or applications that
require complete isolation, such as operating system-level testing, different OS environments, or

applications with specific kernel dependencies.

9. Management and Maintenance

e Docker Container: Docker containers are easier to manage, as they are smaller, faster to deploy,
and use fewer resources. You can easily automate container deployment, scaling, and updates

using orchestration tools.
e VM: VMs require more maintenance, including updates to the guest operating system and the
virtual machine software. Each VM must be managed individually, making it more complex to

handle in large-scale environments.

10. Security

o Docker Container: Containers are relatively secure, but since they share the host OS kernel,
vulnerabilities in the kernel can potentially affect multiple containers. Container security is
improving, but it still doesn’t match the level of isolation provided by VMs.

e VM: VMs offer stronger isolation because they are separated at the hardware level and each has its
own OS. A compromise in one VM does not affect others because each VM is isolated with its own

kernel.
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Summary Comparison:

‘ Feature H Docker Container H Virtual Machine (VM) ‘
‘Architecture HAppIication—IeveI, shares host OS kernel HHardware—IeveI, each VM has its own OS ‘
Resource Higher overhead due to full 0OS

Overhead Low overhead, uses fewer resources requirements

‘Performance HFaster startup, less resource usage HSIower startup, more resource usage ‘
‘Isolation Hlsolated via namespaces and cgroups HFuII isolation with separate OS and kernel ‘
‘Size HSmaIIer, lightweight HLarger, requires a full OS ‘
‘Portability HHigth portable across platforms HLess portable, more complex to migrate ‘
‘Scalability HEasy scaling with less overhead HSIower scaling, more resource-intensive ‘
Use Cases :\i/;iﬁ;\?vseei;\:fzzpil/CD pipelines, :\S/I;gfilci,:,hic apps, legacy systems, OS-level
‘Security HPotentiaIIy less isolated, shared OS kernel HStronger isolation, separate OS and kernel ‘
Conclusion:

e Docker containers are ideal for lightweight, portable, and scalable applications, especially in
microservices or cloud-native environments.

e VMs are more suitable for scenarios requiring strong isolation, full OS environments, or legacy
applications that depend on specific operating systems.

VMs vs Containers
e The size of a VM image can be in GBs, whereas a container can be as small as 5 MB
e VMs takes minutes to start in contrast to containers that start in less than a second

Processes inside VM and Docker
e Containers sandbox processes from each other
e Processes running in the VM are not visible to the host machine
e  But the processes running inside the containers are visible on the Host! They can be inspected and
manipulated with normal commands like, ps and kill

N e

Container Containex

Hypervisox Dockexr Engine

Hardware Hardware
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Docker Registries

e Docker registry is a storage and distribution system for Docker images
e |tis organized into Docker repositories, where a repository holds all the versions of a specificimage
e By default, the Docker engine interacts with Docker Hub. Docker public registry instance
e However, it is possible to run on-premise private registries
o Ex: Harbor, Nexus, Artifactory

Some cloud specific registries

e Amazon Elastic Container Registry
e Google Container Registry
e Azure Container Registry

Container Runtime Environment

e Containers are not first-class objects (native kernel feature) in the Linux kernel.
e Containers are fundamentally composed of several underlying kernel primitives:
o) Namespaces (who you are allowed to talk to)
o) Cgroups (the number of resource you are allowed to use)
o Together, these kernel primitives allow us to set up secure, isolated, and metered execution
environments for our processes.

e Docker and other containerization platform build upon these kernel features to provide a user-
friendly interface and additional tools for managing containers

What is the difference between a Docker Registry, Docker Repository, and Docker Hub?

In Docker, Docker Registry, Docker Repository, and Docker Hub are related concepts, but they serve
different purposes in the Docker ecosystem. Let’s break them down:

1. Docker Registry

A Docker Registry is a system or service that stores Docker images. It acts as a central location where
images are stored and retrieved for use in Docker containers. A registry is essentially a storage and
distribution system for Docker images.

e Purpose: The primary role of a Docker registry is to store Docker images and make them accessible
for pulling by users and systems.
e Function: When you push an image to the registry or pull an image from it, you are interacting with
a Docker registry.
¢ Types of Registries:
o Public Registry: A registry that is accessible to everyone. Docker Hub, for example, is a
public registry.
o Private Registry: A registry where images are stored securely and access is restricted to
certain users. Organizations can set up private registries using tools like Docker Registry,
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Harbor, or third-party services.

Example: Docker Hub is one of the most commonly used public registries, but you can set up a
private registry using the Docker Registry software.

Command Example:
o Topush an image to a registry:
docker push my-repository/my-image:tag
o Topull animage from a registry:

docker pull my-repository/my-image:tag

2. Docker Repository

A Docker Repository is a collection of related Docker images stored in a registry, usually grouped by name.
A repository contains multiple versions (tags) of the same application or service, represented by different
image tags.

e Purpose: The repository serves as a namespace or a grouping mechanism for Docker images. Each
repository can hold multiple images with different tags (e.g., different versions of an application).
e Structure: A Docker repository is identified by the repository name and tag. The repository name
generally includes the Docker Registry address (if not using the default registry, Docker Hub),
followed by the repository name and the optional image tag.
o Example: docker.io/myusername/my-app:latest
= docker.io is the registry (default is Docker Hub),
= myusername/my-app is the repository name,
= |atestis the tag for the specific image version.
o Without a tag, Docker assumes the latest tag by default.

Command Example:
o Push to arepository:
docker push myusername/my-app:latest
o Pull from arepository:
docker pull myusername/my-app:latest
3. Docker Hub
Docker Hub is a public Docker Registry provided by Docker, Inc. It is the default registry for Docker images,
and it allows developers to store and share images publicly or privately. Docker Hub is the most commonly

used registry and serves as the central repository for many popular images, such as official images for
operating systems, databases, programming languages, and frameworks.

e Purpose: Docker Hub is a platform for storing, sharing, and distributing Docker images. It provides
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both public and private repositories and can be used to distribute official images as well as
community-contributed images.
o Key Features:
Public repositories: Anyone can pull images from them.
Private repositories: Users can store private images that are not accessible to others without

o

o

proper access.

Official images: Trusted images maintained by Docker or other organizations.

Automated builds: Docker Hub can automatically build images based on changes to a linked
GitHub or Bitbucket repository.
User accounts: Docker Hub allows users to create accounts, where they can manage their
repositories, images, and teams.

Example: The official nginx image is available on Docker Hub and can be pulled using:

docker pull nginx

Summary of Key Differences:

Feature H Docker Registry H Docker Repository H Docker Hub ’
o A ser\{lce_/sys_tem for storing A collection of related Docker A public Dock_er registry (by
Definition |land distributing Docker . I ) default) provided by Docker,
. images within a registry.
images. Inc.
Stores Docker images and Grqups images W|th|n a A clgud—based re.glstry for
Purpose . . registry, usually by image storing and sharing Docker
enables pushing/pulling. .
name. images.
Examble Docker Hub, private registries |[myusername/my-app, nginx, |/docker.io, the default
P (e.g., Harbor, AWS ECR). ubuntu. registry in Docker.
. . Public and private
...1-._||Can be public or private . . o L . .
Accessibility i . Private or public repositories. |[repositories (requires login
(depending on the registry). .
for private).
Usage Where images are pushed to ||Used to manage different A specific public Docker
& and pulled from. versions (tags) of an image. registry service by Docker.

Example Workflow:

1. Create an Image: You create a Docker image for your application.

N

Tag the Image: You tag the image with a version (e.g., my-app:v1).

3. Push the Image: You push the tagged image to a Docker repository (either public or private) in a
registry like Docker Hub.
4. Pull the Image: Someone else pulls the image from the registry (e.g., Docker Hub) to run the
application.

In summary:

¢ Registry is the storage system where images live.
e Repository is a collection of images (usually different versions or tags) within a registry.
e Docker Hub is the default public registry hosted by Docker, Inc. where many images are shared.
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Dangling Images

Dangling images neither have a repository name nor a tag. They appear as <none>:<none> where
the first <none> refers to the repository name of the image while the second <none> refers to the
image tag.

List Dangling images: docker images —f dangling=true
Remove Dangling Images: docker rmi $(docker images —f dangling=true —q)

docker image prune also delete all dangling images

Several scenarios can lead to the creation of dangling images

When you build a new version of an image with the same name but different content, the old
image becomes a dangling image.

These images can also result from the caching mechanism in Docker during image builds. If an
intermediate layer in the image build process is no longer needed, it might become a dangling
image.

Removing unused or dangling images can free up disk space on your system

docker save and load

docker save is used to save Docker images to a tarball archive file.

This allows you to export an image along with its layers and metadata to a file, which you can later
import on another Docker host or share with others

docker save —o image.tar image:tag
docker load —i image.tar

Alpine Images

Alpine Linux is known for its lightweight nature and small footprint

It is designed to be minimal, secure and efficient.

Alpine uses its own package manager, apk, which allows you to install packages as needed

Many official Docker images are available in Alpine variants due to its lightweight and secure nature
For example, you might find Alpine-based images for programming languages like Python or
Node.js

Ideal for situations where minimizing the size of the container is crucial, such as in microservices
architectures.

docker pull python:latest
docker pull python:alpine3.19
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Distroless Images

e Google provides Distroless images tailored for specific programming languages (e.g. Java, Node.js,
Python)

e These images only include the runtime and dependencies needed to run the application, reducing
the risk of vulnerabilities.

e Distroless images are designed with a focus on security by reducing the attack surface.

e They intentionally omit package managers, shells, and other components that might be
unnecessary for running the application.

e They are not meant for debugging or interactive shell access. They are intended to run a specific
application and nothing else.

e Use Distroless when security is a top priority, and you want to reduce the attack surface

docker pull gcr.io/distroless/phython3-debian12

Working with Docker containers #1

e docker container —help

Running a container — docker container run <options> <image> CMD ARGS
e Name a container
e Run acontainer in background/foreground
e Expose all ports(-P) or selected ports(-p) of a container
e Start with a custom command like /bin/sh in interactive mode (-i, -t)
e Supply environment variables
e |nspect a container
e Use volume bindings
e Check processes running inside the container (top)
e Check resource utilization of a container(stats)
e Attach to a running container
e Pause and unpause a container’s process
e Stop, kill or delete a container(s)
e Check logs(logs)
e Running a process inside an already running container(exec)
e Set restart policy
e Commit a container as image
----- Y 0] Y2 ([ ——

e docker stop attempts to gracefully shutdown container(s) gracefully by issuing a SIGTERM signal
(kill -15) to the main process inside the container. After 10 seconds, if the container has not
stopped, it sends KILL
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e docker kill (by default) immediately stops/terminates them by issuing a (kill -9) signal to the main

process

e With docker stop, the container(s) must comply to the shutdown request within a (configurable)

grace period (which defaults to 10 seconds) after which it forcibly tries to kill the container. Docker

kill does not have any such timeout period.

Signal Name | Signal Number | Description

SIGHUP 1 Hang Up detected on controlling terminal or death of
controlling process

SIGINT 2 Issued if the user sends an interrupt signal (Ctrl + C)

SIGQUIT 3 Issued if the user sends a quit signal (Ctrl + D)

SIGFPE 8 Issued if an illegal mathematical operations is attempted

SIGKILL 9 If a process gets this signal it must quit immediately and will
not perform any clean up operations

SIGALRM 14 Alarm clock signal (used for timers)

SIGTERM 15 Software termination signal (sent by kill by default)

Configuring the Docker Engine to Listen to the TCP Socket & Docker REST APIs

Docker Daemon

e By default, the Docker daemons binds to a socket, unix:///var/run/docker.sock, on the host on

which it is running

e The daemon runs with root privileges to have the access needed to manage the appropriate

resources

e Also, any user that belongs to the docker group can run Docker without needing root privileges

Docker Environment Variables

e Two fundamental components of any computer programming language are variables and constants

e Variables and constants both represent unique memory locations containing data the program uses

in its calculations

e The difference between the two is that variables values may change during execution, while

constant values cannot be reassigned

e Anenvironment variable is a variable whose value is set outside the program typically through

functionality built into the operating system or microservice.

e An environment variable is made up of a name/value pair, and any number may be created and

available for reference at a point in time.

e Use cases for environment variables:

o Execution mode (eg. production, development, staging, etc)
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o Domain names
o DB Username’s
o API URL/URI’s
o Public and private authentication keys (only secure in server applications)
e [tis often a good idea to separate our application from their configuration by injecting the
configuration into our application separately. Ex: DB names, usernames, PORTs etc
e Configuration should not be hard coded
e We can achieve this by passing the configuration as environment variables to Docker containers.
e ENVs can be passed as KEY Value pairs or as env file
e Passing the values directly as key-value pairs is probably the least secure, as there is greater risk of
leaking the sensitive values. Defining sensitive values in the local environment or in a file is a better
choice, as both can be secured from unauthorized access.
e You can view in the ENVs using docker container inspect command

Environment Variables ( --env / -e / --env-file)
e docker run —env VARIABLE1=foobar alpine:3 env

echo VARIABLE1=foobarl > my-env.txt
echo VARIABLE2=foobar2 >> my-env.txt
echo VARIABLE3=foobar3 > my-env.txt

Now, let’s inject this file into our Docker container:
docker run —env-file my-env.txt alpine:3 env

Dockerfiles (Packaging your software with Dockerfile)

A Dockerfile is a text file that contains a series of instructions used by Docker to automate the process of
building a Docker image. It serves as a blueprint for creating custom Docker images that define the
environment, software dependencies, configuration, and actions required to run an application within a
container.

Key Roles of a Dockerfile:

1. Automating Image Creation:

o A Dockerfile specifies all the necessary steps to build a Docker image from scratch or from
an existing base image. By defining the process in a Dockerfile, you can ensure that the
image is built consistently every time, which is crucial for maintaining reliable, reproducible
environments.

2. Defining the Environment:

o Dockerfiles allow you to specify the base image (e.g., Ubuntu, Alpine, Node.js) that provides
the operating system or runtime environment. The environment defined by the Dockerfile
ensures that the application runs in a consistent context regardless of the host machine.
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3. Managing Dependencies:

o A Dockerfile provides instructions to install necessary software dependencies or libraries.
For example, if your application requires Python, Node.js, or specific libraries, the Dockerfile
can automate the installation of these dependencies using package managers like apt, npm,
or pip.

4. Customizing Configuration:

o You can customize settings for the application or the container, such as environment
variables, file locations, network configurations, and more. For example, a Dockerfile might
define environment variables to configure application settings or to specify database
connection strings.

5. Optimizing the Image:

o By defining efficient steps in the Dockerfile (e.g., combining commands to minimize layers or
cleaning up unnecessary files), you can optimize the resulting Docker image's size and
performance.

6. Defining Commands to Run:

o The Dockerfile specifies the commands that should run when a container is started from the
built image. This might include running an application, starting a web server, or initializing a
database. The CMD or ENTRYPOINT instructions in the Dockerfile define the default
behavior of the container whenit’s run.

7. Building and Rebuilding Consistently:

o Once the Dockerfile is created, it can be versioned along with your source code. This ensures
that any team member or automated CI/CD pipeline can rebuild the image using the exact
same instructions. If the Dockerfile is updated (e.g., to update dependencies), you can
rebuild the image with a simple docker build command.

8. Facilitating Collaboration:

o Dockerfiles allow teams to collaborate more effectively by providing a standardized and
reproducible way to set up environments. Anyone can build the image using the same
Dockerfile, ensuring uniformity across development, testing, and production environments.

Dockerfile

e Dockerfile is essentially the build instructions to build your own docker image

e Itis atext document that contains all commands to assemble the image

e Name of the docker file is Dockerfile without any extensions. Although we can use any naming
convention.

e A Docker image typically consists of:
1) Abase Docker image on top of which we build our own Docker image
2) Aset of tools and applications to be installed in the new Docker image
3) Aset of files to be copied into the Docker Image (e.g. configuration files, application binaries)
4) Environment variables, health check commands etc

Example of Dockerfile

FROM node:12.12-alpine
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ENV NODE_ENV production

WORKDIR /usr/src/app

COPY [“package.json”,”package.lock.json*”,”npm-shrinkwrap.json*”,”./”]
RUN npm install —production —silent && mv node_modules ../

COPY..

EXPOSE 3000

CMD [“npm”,”start”]

Initialize a project with the files necessary to run the project in a container
Docker Desktop 4.18 and later provides the Docker Init plugin with the docker init CLI command

Dockerfile Contents

FROM: Defines the base image used to start the build process

MAINTAINER/LABEL: Defines a full name and email address of the image creator

COPY: Copies one or more files from the Docker host into the Docker image

RUN: Runs commands while image is being built from the Dockerfile and saves result as a new layer
ARG: To supply arguments while building to the image

ENV: TO supply environment variables to the image

EXPOSE: Exposes a specific port to enable networking between the container and the outside world
VOLUME: It is used to enable access from the container to a directory on the host machine
WORKDIR: It is used to set default working directory for the container Like cd in the container
CMD: Command that runs when the container starts

ENTRYPOINT: Command that runs when the container starts

HEALTHCHECK: To determine the health of a container/application. Queries the health endpoint
ONBUILD: It is instruction that the parent Dockerfile gives to the child Dockerfile

Dockerfile Format

FROM defines the base image used to start the build process
MAINTAINER/LABEL defines a full name and email address of the image creator
COPY copies one or more files from the Docker host into the Docker image

# Comment
INSTRUCTION arguments

Build the image:

docker build -t <image-name> .

docker build —t Dockerfile-dev —t <image-name> .
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Build Context

e The docker build command builds an image from a Dockerfile using a context, which are a set of
files/directories at a specified location PATH

e These files and folders are the Docker build context

e The build is run by the Docker daemon, not by the CLI

e The first thing a build process does is send the entire context (current working directory contents)
recursively to the daemon as Tarball

e In most cases, its best to start with an empty directory as context and keep your Dockerfile in that
directory. Add only the file needed for building the Dockerfile

e Do not use your root directory, /, as the PATH for your build context, as it causes the build to
transfer the entire context of your hard drive to the docker daemon

e Toincrease the build’s performance, exclude files and directories by adding a .dockerignore file to
the context directory

FROM

e Thisis the first instruction in the Dockerfile. Although Comments, Parser directives and ARG can be
used before FROM

e Represents the base image for the Dockerfile

e A Docker image consists of layers. Each layer adds something to the final Docker Image.

# The base image
FROM ubuntu:latest

# Build Arguments
ARG TAG=latest

# The base image
FROM ubuntu:S{TAG}

Parser Directives

e Parser directives are optional and affect the way in which subsequent lines in a Dockerfile are
handled

e Parser directives don’t add layers to the build, and don’t show up as build steps.

e Parser directives are written as a special type of comment in the form #directive=value.

e Use the syntax parser directives to declare the Dockerfile syntax version to use for the build.

e If unspecified, BuildKit uses a bundled version of the Dockerfile frontend.

e Setting syntax parser directive to docker/dockerfile:1, causes BuildKit to pull the latest stable
version of the Dockerfile syntax before the build.

# syntax=docker/dockerfile:1
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ARG

ARG NODE_VERSION:8.11-slim
FROM node:SNODE_VERSION

ARG are also known as build-time variables

They are only available during image build from Dockerfile with an ARG instruction

Running containers can’t access values of ARG variables

If a Dockerfile expects various ARG variables but none are provided when running the build
command, there will be an error message. This can be avoided by providing a default value.

ARG values can be easily inspected after an image is built, by viewing the docker history of an image

Provided using —build-arg <ARG-NAME>=<value> with docker build command

# Arguments

FROM busybox

ARG buildno

ARG user=someuser

# Default Arguments
ARG NODE_VERSION:8.11-slim
FROM node:SNODE_VERSION

Example:

# Build Arguments
ARG TAG=latest

# The base image
FROM ubuntu:S{TAG}

docker build —build-arg TAG=rolling -t my_ubuntu .

MAINTAINER

* The Dockerfile MAINTAINER command is simply used to tell who is maintaining this Dockerfile or the

author’s name

* |t is deprecated and replaced by LABEL

# Maintainer

MAINTAINER naveennaveen.r@gmail.com

LABEL

The LABEL instruction adds metadata to an image.

Page 37



Docker Guide

copy

A LABEL is a key-value pair. To include spaces within a LABEL value, use quotes and backslashes for
multi lines

# Labels
LABEL “com.example.vendor”="ACME Incorporated”
LABEL com.example.label-with-value="foo”
LABEL version="1.0"
LABEL description="This text illustrates \
that label-values can span multiple lines.”

To view an image’s labels, use the docker image inspect command

COPY command copies one or more files from the Docker host into the Docker image
Can copy a file or a directory from the Docker host to the Docker image.

# Copy files: COPY <SRC> <DEST>
COPY..

COPY main.py /tmp/

# Copy contents of a directory

COPY myapp/config/prod /myapp/config

# Copy multiple files. Destination to end with /

COPY myapp/config/prod/confl.cfg myapp/config/prod/conf2.cfg /myapp/config/
COPY *.txt ./

COPY *.jar /app

WORKDIR

WORKDIR instruction sets the working directory for any RUN, CMD, ENTRYPOINT, COPY and ADD
instructions

If the directory specified by WORKDIR does not exist, it will be created

Itis like create a directory if it does not exist and then cd into that directory

# Workdir

WORKDIR /a
WORKDIR b
WORKDIR ¢
RUN pwd
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The output of the pwd is /a/b/c

# Workdir

ENV DIRPATH=/path
WORKDIR $DIRPATH/app
RUN pwd

The output of the pwd is /path/app

ADD

e ADD command also copies one or more files/directories from the Docker host into the Docker
image

e Butit can also extract TAR files from the Docker host into the Docker image and download files
from a URL and copy them into the Docker image.

e [t eliminates the needed for untar and download utilities like wget and curl

# Add files: ADD <SRC> <DEST>

ADD home.txt /mydir/

ADD /source/file/path /destination/path
ADD myapp.tar /myapp/

ADD http://source.file/url /destination/path

URL

Coples and
unzips/extracts

o the

- Docker

Copies image —

likes —

———> | ADD - - =

—
L

j:',npir:i- and
extracts

# syntax=docker/dockerfile:1

FROM maven:3:8:7-eclipse-temurin-8-alpine

WORKDIR /app

ADD --keep-git-dir=true https://github.com/kunchalavikram1427/maven-employee-web-application.git .
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RUN

e The RUN commands are executed during build time of the Docker image, so RUN commands are

only executed once

e They can be used to install utilities, applications, extract files, or other command line activities

which are necessary to run to prepare the Docker image

e Every RUN instruction will create a new layer on top of the current image and commit the results

e Has2forms

o RUN <command> (Shell form, the command is run in a shell, /bin/sh —c on Linux)

o RUN [“executable”, “param1”, “param2”] (exec form)

# Run commands

RUN apt-get install —y iputils-ping
RUN pwd

RUN echo “Hello world”

RUN /bin/bash -c ‘source SHOME/.bashrc; echo SHOME’

RUN [“/bin/bash”, “-c”, “echo hello”]

Bad Practice

Good Practice

# Dockerfile

FROM ubuntu

RUN apt-get install -y wget

RUN wget https://.../downloadfile.tar
RUN tar xvzf downloadfile.tar

RUN rm downloadfile.tar

RUN apt-get remove wget

# Dockerfile
FROM ubuntu:rolling
RUN apt-get install -y wget && \
wget https://.../downloadfile.tar &&\
tar xvzf downloadfile.tar && \
rm downloadfile.tar && \
apt-get remove wget

ENV

e ENV are also known as run-time variables

e Unlike ARG, they are only accessible by containers during runtime.

e ENV values can be overridden when starting a container

e Override using —e <key>=<value> or --env with docker run command

docker run --env. MY_VAR=5

# Environment values
ARG buildtime_variable=default_value

ENV APACHE_RUN_USER www-data
ENV APACHE_RUN_GROUP www-data

ENV env_var_name=Sbuildtime_variable

ENV APACHE_LOG_DIR /var/log/apache2
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docker build --build-arg buildtime_variable=a_value

EXPOSE

e EXPOSE instruction functions as a type of documentation between the person who builds the image
and the person who runs the container, about which ports are intended to be published.

e |t does not actually publish the port

e You can specify whether the port listens on TCP or UDP, and the default is TCP if the protocol is not
specified

e To publish the port when running the container, use the —p flag on docker run to publish

# Port information for documentation
EXPOSE 8081 /tcp
EXPOSE 80/udp

docker run —p 80:8081/tcp —p 80:80/udp ...
VOLUME
e VOLUME instruction creates a directory inside the Docker image which you can later mount a

volume (directory) to from the Docker host
e In other words, you can create a directory inside the docker image. E.g. called /app

# Create a directory inside the container

VOLUME /app
VOLUME [“/var/log/”]

RUN mkdir /myvol

docker run —p 80:80 —v nginx_data:/app nginx

CMD

e CMD command is used to give the default commands to be run when starting the container.
e [t does not execute during image build stage like RUN
e There can only be one CMD instruction in a Dockerfile. If you list more than one CMD then only the
last CMD will take effect
e These commands run only when there is no argument specified while running the container
e You can check the default CMD of an image by docker image inspect
e Has3forms
o CMD [“executable”,”param1”,”param2”] (exec form, this is preferred form)
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o CMD [“paraml”, “param2”] (as default parameters to ENTRYPOINT)
o CMD command paraml param2 (shell form)

# CMD

# If you use the shell form of the CMD, then the <command> will execute in /bin/sh —c
FROM ubuntu
CMD echo “thisis a test” | wc —

# If you want to run your <command> without a shell then you must express the command as a
JSONarray an give the full path to the executable

FROM ubuntu

CMD [“/usr/bin/wc”, --help”]

#CMD

CMDsleep 5

CMD [“sleep”, “5”]

CMD [“python”, “main.py”]
CMD ping localhost

CMD [“/bin/ping”, “localhost”]
CMD [“java”, “-jar”, “app.jar”]

Can we replace the default CMD? Yes
docker run —it demo ping 8.8.8.8

docker run —name test ping-test:1.0 /bin/ping 8.8.8.8

ENTRYPOINT

e ENTRYPOINT is also used to give the default commands to be run when starting the container. It
works similarly to CMD
e Both CMD and ENTRYPOINT can be overridden when starting the docker container
e It will be the last instruction of the Dockerfile
e ENTRYPOINT kind of makes your Docker image an executable command itself, which can be started
up and which shut down automatically when finished
e Has2forms
o ENTRYPOINT [“executable”, “param1”, “param2”] (exec form, this is the preferred form)
o ENTRYPOINT command paraml param2 (shell form)

Example: ENTRYPOINT [“/bin/ping”, “localhost”]
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# ENTRYPOINT

ENTRYPOINT [“node”, “V”]

ENV name Darwin
ENTRYPOINT echo “welcome, Sname”
ENTRYPOINT [“/bin/echo”, “Welcome, Sname”]

When to use CMD?

e The best way to use a CMD instruction is by specifying default programs that should run when users
do not input arguments in the command line.

e This instruction ensures the container is in a running state by starting an application as soon as the
container image is run

e CMD can be easily replaced while using docker run to start a container

e Use CMD when you want to provide default arguments or commands that can be easily overridden
by the user.

e Use ENTRYPOINT when you want to ensure that a specific executable (e.g., a script or application)
always runs when the container starts, with flexibility to pass different arguments.

e Combining both provides flexibility, where ENTRYPOINT defines the command and CMD provides
default arguments.

Feature CMD ENTRYPOINT

Purpose Provides the default command to run. |[Defines the executable that always runs.

Can be overridden by providing a
Overriding i yp & Cannot be easily overridden.
command in docker run.

Default Provides default arguments for the ]
Always runs the defined command.
Arguments command.
Can be used with ENTRYPOINT to Defines the core command, typically used with

Combination )
provide default arguments. CMD for arguments.

Flexibilit Less rigid, suitable for running custom ||More rigid, suitable when you need to ensure a
exibili
y commands. specific executable always runs.

# Sample Dockerfile

FROM ubuntu:trusty
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CMD [“/bin/ping”, “localhost”]

Docker build —t test .
Docker run —t test
Docker run —t test ping 8.8.8.8

Using CMD and ENTRYPOINT together

e When both an ENTRYPOINT and CMD are specified, the CMD string(s) will be appended to the
ENTRYPOINT in order to generate the container’s command string

e Final Executable = ENTRYPOINT + CMD

e CMD value can also be easily overridden by supplying arguments to docker run

# Sample Dockerfile

FROM ubuntu:trusty
CMD [“localhost”]
ENTRYPOINT [“ping”]

# Sample Dockerfile

FROM ubuntu:trusty
CMD [“World!”]
ENTRYPOINT [“echo”, “hello”]

docker build —t ubuntu_ping .
docker run —t ubuntu_ping
docker run —t ubuntu_ping Vikram

Shell form vs Executable form

e When using the shell form, the specified binary/command is executed with an invocation of the
shell using /bin/sh —
e You can see this clearly if you run a container and then look at the docker ps output

# Sample Dockerfile
FROM ubuntu:trusty

CMD ping localhost
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docker build -t my_ubuntul .
docker run -t —d —name c1 my_ubuntul
docker exec —it cl top

# Sample Dockerfile

FROM ubuntu:trusty

CMD [“/bin/ping”, “localhost”]

docker build =t ubuntu02 .
docker run =t —d —name c2 ubuntu02
docker exec —it c2 top

Shell form vs Executable form

/bin/sh won’t forward any POSIX signals to child processes. So, bash/sh cannot be PID 1
Not all docker images has shell binary inside it. So, shell form commands cannot be executed, and
hence the container’s fails.

3. Executable forms in Dockerfiles offer better clarity, consistency, signal handling, caching, and
security, making them a preferred choice.

HEALTHCHECK

e Health check is all about checking the health of a Docker container
e If the process/application is running successfully in the container, it is considered healthy
e Mandatory for production applications
e Sometimes our application crashes but the process still runs. In these scenario, we might not know
the exact status of the container. So proper health checks are to be created
e There are two different ways to configure the HEALTHCHECK in docker:
1. HEALTHCHECK [OPTIONS] CMD command
2. HEALTHCHECK NONE

HEALTHCHECK CMD curl —fail http://<URL or Health Endpoint> | | exit 1
e The curl command checks whether the application is running or not making a request to the URL

e Ifthe request returns a 200, it will return exit code 0; if the application crashes, it will return exit
code 1
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ONBUILD

e The ONBUILD instruction in a Dockerfile is used to add a trigger to the image being built.

e This trigger will be executed in the future when another image is built using the current image as its
base

e This can be useful for automating certain tasks or configurations that should be applied to images
derived from the current one.

‘# Parent Dockerfile

FROM python:3.8-slim

WORKDIR /app

COPY requirements.txt .

RUN pip install —r requirements.txt

#ONBUILD instruction
ONBUILD COPY . /app
ONBUILD EXPOSE 5000

# Child Dockerfile

FROM parent:latest
CMD [“python”, “app.py”]

e The USER instruction sets the username (or UID) and optionally the user group (or GID) to use as
the default user and group for the reminder of the current stage.

e The specified user is used for RUN instructions and at runtime, runs the relevant ENTRYPOINT and
CMD commands

USER <user>[:<group>]"]
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# Dockerfile

FROM ubuntu:latest

RUN apt-get install =y nginx

RUN useradd appuser

USER appuser

EXPOSE 80

CMD [“nginx”, “-g”, “daemon off; ”]

Example:

FROM ubuntu:latest

RUN apt-get update && \
apt-get install =y nginx && \
rm —rf /var/lib/apt/lists/*

Demo

FROM ubuntu:latest

RUN apt-get update && \
Apt-get install -y nginx && \
Rm —rf /var/lib/apt/lists/*

# Create a non-root user to run nginx
ARG USER_ID=1000
ARG GROUP_ID=1000

# Create a non-root user to run Nginx
RUN groupadd —g SGROUP_ID appuser && \
useradd —u SUSER_ID —g SGROUP_ID —M —s /bin/bash appuser

# Change ownership of necessary directories to the new user
RUN chown —R appuser:appuser /var/log/nginx /var/lib/nginx /var/run /run

USER appuser
# Expose port 80 for nginx
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EXPOSE 80

# Command to start Nginx
CMD [llnginxll’ ll_gll’ lldaemon off; "]

What are the differences between RUN, CMD, and ENTRYPOINT in a Dockerfile?

In a Dockerfile, RUN, CMD, and ENTRYPOINT are three key instructions that control how an image is built
and how the resulting container behaves at runtime. While they might seem similar, each has a distinct
purpose and usage.

1. RUN

The RUN instruction is used to execute commands during the image build process. It allows you to install
packages, update the system, or perform any other task needed to set up the environment in the
container.

e Purpose: Executes commands in the image at build time.

e Whenit's used: During the image creation process, when you are building the Docker image from
the Dockerfile.

o Effect: The resultis stored in the image layer, meaning the command results (such as installed
packages or modified files) are saved to the image and will be present in any container created
from that image.

Example:
RUN apt-get update && apt-get install -y curl
This command will update the package lists and install curl while building the image.
2.CMD
The CMD instruction is used to specify the default command to run when a container is started from the
image. This can be a command with arguments or a default executable. If no command is passed when
running the container, CMD will be used.
e Purpose: Specifies the default command for the container when it is run.
e When it's used: At runtime, when the container is started (e.g., docker run).
o Effect: Defines the default executable or command. If a command is provided when running the
container, the CMD will be overridden.
Syntax Options:
e CMD ["executable", "param1", "param2"] (Exec form)
e CMD ["paraml", "param2"] (as default arguments to the entrypoint)

e CMD ["executable param1 param2"] (Shell form, executes via /bin/sh -c)

Example:
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CMD ["echo", "Hello, World!"]
This will run echo "Hello, World!" by default when the container starts.

e If the container is run with a different command (e.g., docker run my_image Is), the CMD
instruction is overridden.

3. ENTRYPOINT

The ENTRYPOINT instruction specifies the command that will always be executed when the container
starts. It can be used to configure a container to run a specific application or script by default. The key
difference between ENTRYPOINT and CMD is that ENTRYPOINT cannot be overridden unless explicitly
done so (by specifying --entrypoint in the docker run command).

e Purpose: Defines the executable to run when the container starts, making the container behave like
a specific application or service.

¢ Whenit's used: At runtime, when the container starts.

o Effect: The container always runs the executable defined in the ENTRYPOINT. Any arguments
passed to docker run will be passed to the ENTRYPOINT command.

Syntax Options:

e ENTRYPOINT ["executable", "param1", "param2"] (Exec form)
e ENTRYPOINT ["executable param1 param2"] (Shell form, executes via /bin/sh -c)

Example:
ENTRYPOINT ["python3", "app.py"]

This will always run python3 app.py when the container starts. The CMD instruction (described below) can
be used to pass arguments to the ENTRYPOINT.

How CMD and ENTRYPOINT Work Together

You can combine CMD and ENTRYPOINT to provide default arguments to the executable specified in
ENTRYPOINT. If both CMD and ENTRYPOINT are defined, CMD will provide default arguments to the
ENTRYPOINT.

Example:

ENTRYPOINT ["python3", "app.py"]
CMD ["--help"]

e If you run the container without any additional arguments (docker run my_image), it will execute
python3 app.py --help.

¢ Ifyou run the container with a different argument (docker run my_image --version), it will execute
python3 app.py --version.

Summary of Differences
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. When It's . .
Instruction Purpose Overridden Behavior
Used
. - Commands are part of the
Executes commands to set up the image During image ||. . P .
RUN ) i ) ) image and can't be overridden
(e.g., installing dependencies). build. .
at runtime.
e . Can be overridden by passing a
Specifies the default command to run when||At container y.p &
CMD . . command when running the
the container starts. runtime. .
container.
Specifies the main command to run when At container Cannot be overridden unless --
ENTRYPOINT |the container starts, and cannot be easily runtime entrypoint is specified in docker
overridden. ' run.

When to Use Each

¢ Use RUN to install dependencies or make configuration changes during image build.

e Use CMD to specify a default command for your container, which can be overridden.

e Use ENTRYPOINT when you want to make sure a specific command or script runs whenever the
container starts. If you want to allow passing arguments to it, use CMD to provide default
arguments.

What is the purpose of the docker-compose tool?

The docker-compose tool is used to define and manage multi-container Docker applications. It allows you
to define a set of services (containers) that work together in a single file and manage their lifecycle,
including building, running, and scaling containers. Docker Compose simplifies the process of setting up
and managing complex applications that consist of multiple services, such as web servers, databases,
caches, and more.

Key Purposes of Docker Compose:

1. Multi-Container Management:

e Docker Compose allows you to define and manage multiple containers as a single application. Each
container can be configured to run different services (e.g., a web server, a database, and a message
qgueue) that interact with each other.

¢ You can configure how these containers should communicate (e.g., networking, linking, and
volumes) without needing to manually set them up.

2. Simplified Configuration with docker-compose.yml:

e Compose uses a simple YAML file (docker-compose.yml) to define the application stack. The file
contains configurations for services, networks, volumes, and more, making it easy to describe the
entire multi-container application in one place.

e For example:

version: '3’
services:
web:
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image: nginx
ports:
- "80:80"
db:
image: mysq|
environment:
MYSQL_ROOT_PASSWORD: example

3. Easy Environment Setup:

e Docker Compose helps you define the environment for development, testing, and production. By
simply running a single command (docker-compose up), all necessary containers are created and
started with the right configuration.

e It can handle the setup of databases, web servers, cache services, and other dependencies with
minimal effort.

4. Automation of the Development Lifecycle:

e Docker Compose is ideal for automating the lifecycle of applications, especially when working with
microservices or multi-tier architectures. Developers can use it to quickly start and stop the
application environment, reset the environment with clean containers, or scale services when
needed.

5. Networking and Inter-Service Communication:

e Compose automatically sets up a network for all the containers, allowing them to communicate
with each other. Services can refer to each other by their service names, which are defined in the
docker-compose.yml file.

o For example, the web service can access the db service using the hostname db.

6. Scaling Services:

e Docker Compose allows you to scale the number of container instances of a service, making it easy
to scale an application horizontally (e.g., running multiple web server containers for load
balancing).

¢ You can use the --scale flag to specify the number of replicas for a particular service:

bash
Copy code
docker-compose up --scale web=3

7. Consistent Environment Across Development and Production:

e Docker Compose ensures that the environment is consistent between development, testing, and
production, as the configurations in docker-compose.yml can be the same for all environments.

e It eliminates the "works on my machine" issue by providing a reproducible environment that can be
shared across teams.

8. Volume and Data Persistence:
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e Docker Compose supports volumes, which are used for persistent data storage. This is useful for
databases and other services that need to store data that persists even if the container is stopped
or removed.

e You can define volume mounts in the docker-compose.yml file to specify where data should be
stored.

9. Simplified Deployment:

o With Docker Compose, you can deploy a multi-container application in a straightforward and
repeatable way, with the option to push the docker-compose.yml file to a production environment
and use it there as well.

10. Integrating External Networks and Services:

e Docker Compose can integrate with other external services or networks, allowing you to define
how your multi-container application interacts with external systems, APls, or cloud-based services.

Typical Use Cases for Docker Compose:

¢ Development Environment: Simplifying the setup of a multi-container environment for
development, including databases, caches, or message queues alongside the application itself.

e Microservices: Managing multiple interdependent services (e.g., a web service, database, and
cache) that need to be run together.

e Testing: Running a complex application stack in a controlled, repeatable environment for testing
purposes.

¢ Production Deployments: Using Docker Compose for deploying services in a production-like
environment, with multiple containers orchestrated together.

Basic Commands for Docker Compose:

o docker-compose up: Builds, (re)creates, starts, and attaches to containers defined in docker-
compose.yml. It can be run with the -d flag to start containers in detached mode.

¢ docker-compose down: Stops and removes containers, networks, and volumes defined in docker-
compose.yml.

e docker-compose build: Builds the images defined in the docker-compose.yml file.

¢ docker-compose logs: Displays logs for the running containers.

¢ docker-compose ps: Lists the containers that are part of the Compose application.

o docker-compose scale <service>=<number>: Scales the number of containers for a specific service.

Example docker-compose.yml:

version: '3’
services:
web:
image: nginx
ports:
- "80:80"
db:
image: mysql:5.7
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environment:
MYSQL_ROOT_PASSWORD: example
volumes:
- db-data:/var/lib/mysq|
cache:
image: redis

volumes:
db-data:

Summary:

The docker-compose tool simplifies the process of managing multi-container applications by providing a
declarative way to define and run containers. It enhances the development workflow, ensures consistent
environments, and simplifies the management of complex applications that involve multiple
interdependent services. It is especially useful in environments like microservices, Cl/CD pipelines, and
testing setups.

Docker Volumes

Docker volumes and bind mounts are two types of storage solutions in Docker that allow data to persist
beyond the lifecycle of containers. Both are used for sharing data between containers and the host
machine, but they have key differences in terms of management, functionality, and use cases.

1. Docker Volumes:

A Docker volume is a persistent storage mechanism managed by Docker itself. Volumes are stored outside
the container's filesystem and are created and managed by Docker. They are typically used for storing
application data that needs to persist across container restarts, upgrades, and deletions.

Key Features of Docker Volumes:

e Managed by Docker: Volumes are created and managed by Docker, and the underlying location on
the host system is abstracted away. Docker handles volume creation, mounting, and storage.

¢ Independent of Container Lifecycle: Volumes persist even if the container using them is removed.
This is useful for storing persistent data, such as database files, logs, or configuration files, that
need to survive container re-creations.

o Easier Backup and Sharing: Volumes are easier to back up, restore, and share between containers.
Docker provides commands for managing volumes (e.g., docker volume create, docker volume s,
and docker volume rm).

¢ Automatic Mounting: When you create a container, you can specify a volume, and Docker will
automatically mount it into the container.

e Performance: Volumes typically offer better performance and reliability compared to bind mounts,
as they are optimized for containerized environments.

e Location: Volumes are stored in Docker's default storage directory, usually
/var/lib/docker/volumes/ on the host machine, but this is managed by Docker, so you don't need to
worry about the location.
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Example of Using a Docker Volume:

# Create a volume
docker volume create my_volume

# Run a container with the volume mounted
docker run -d --name my_container -v my_volume:/data my_image

In this example, a volume named my_volume is created and mounted to the /data directory in the
container.

2. Bind Mounts:

A bind mount is a way to mount a specific directory or file from the host system directly into a container.
Bind mounts can be used for cases where you need to share specific files or directories between the host
and the container.

Key Features of Bind Mounts:

¢ Directly Tied to Host Filesystem: Bind mounts refer directly to a location on the host machine's
filesystem. This means that any file or directory on the host can be mounted into a container.

¢ Host-Dependent: The data stored in a bind mount is tied to the host system and exists outside of
Docker's management. If the host system is removed or altered, the bind mount's data will also be
affected.

e More Flexibility: Bind mounts allow more granular control, as you can specify any directory or file
from the host system to mount into the container.

¢ No Abstraction: Unlike volumes, bind mounts are not abstracted by Docker. You directly specify the
host directory, and Docker mounts it into the container.

e Less Docker Management: Bind mounts do not have the same management capabilities as
volumes. They are simply a direct connection to the host filesystem, and Docker doesn't handle
their creation or cleanup.

Example of Using a Bind Mount:

# Run a container with a bind mount
docker run -d --name my_container -v /host/path:/container/path my_image

In this example, the directory /host/path on the host system is mounted to /container/path inside the
container.

3. Differences Between Docker Volumes and Bind Mounts:

Feature Docker Volumes Bind Mounts

Managed by Docker, stored in Docker’s default storage|| . ) ) ]

Storage . . . Directly tied to a directory or file
) directory (/var/lib/docker/volumes/), location )

Location on the host filesystem

abstracted

. User is responsible for managing
Management |Docker manages volumes (creation, backup, removal) ||
bind mounts
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. Volumes are portable across different hosts and Bind mounts are specific to the
Portability .
machines host system
Data ) ) ) Data persists but is tied to the
. Data persists beyond container lifecycle ]
Persistence host machine

, . . Performance depends on the host
Performance |[Typically optimized for Docker environments L
system’s filesystem

Limited to Docker’s internal volume management and ||Can be used to mount any file or

Flexibility ] ) ]
configuration directory from the host
Easy to back up and manage through Docker )
Backup & Requires manual backup of host
commands (e.g., docker volume Is, docker volume ] ]
Restore . directories
inspect)
Suitable for sharing development
Use Cases Ideal for application data, databases, logs, etc. files, configuration files, or host-

specific files

When to Use Docker Volumes vs. Bind Mounts:

e Use Docker Volumes:
o When you need persistent data that is isolated from the host system and managed by
Docker.
o When you want to take advantage of Docker’s built-in management tools for backup,
restore, and scaling.
o When you want the flexibility to move data between containers and potentially across
different systems or environments.
e Use Bind Mounts:
o When you need to access or modify files directly on the host machine or need specific host-
based files (e.g., configuration files, source code during development).
o When you are working on a development environment and need to sync files between the
host and container in real-time.
o When you want to mount specific host directories that should not be managed by Docker,
such as host-specific logs or custom configuration files.

Summary:

o Docker Volumes are managed by Docker, more portable, and optimized for containerized
environments. They provide better isolation, backup capabilities, and data persistence.

¢ Bind Mounts give you more flexibility and allow you to mount specific host files or directories into
containers, but they are tightly coupled to the host filesystem and not managed by Docker. They
are often used for development purposes or when direct interaction with host data is required.
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CoW

e Adockerimage is a read-only template for creating containers

e Changes made to the file system inside the running container won’t be directly saved on to the
image

e Instead, if a container needs to change a file from the read-only image that provides its filesystem,
it copies the file up to its own private read-write layer before making the change.

e This is called copy-on-write (COW) mechanism

e These new or modified files and directories are committed as a new layer.

e docker history command shows all these layers

e Acontainer is merely an instantiation of Image’s read-only layers with a single read-write layer on
top.

e Any file changes that are made within a container are reflected as a copy of modified data from the
read-only layer.

e When deleting a container, the read-write layer containing the changes are destroyed and gone
forever!

e To persist these changes, we use docker volumes

Advantages

e To keep data around when a container is removed

e Toshare data between the host file system and the Docker container

Volume Types

e Two types of volume mounts: Named(docker volumes) and Bind

Named Volumes

e Mounting a volume created using docker volume create command
e Created under default volume location /var/lib/docker/volume

docker volume create my-vol
docker run —d -name web —-v my-vol:/usr/share/nginx/html nginx:latest
docker run —d —name web \

--mount source=myvol2, target=/usr/share/nginx/html \
nginx:latest
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docker volume create my-vol

docker volume --help
Usage: docker volume COMMAND
Manage volumes

Commands:
create  Create avolume
inspect Display detailed information on one or more volumes
Is List volumes
prune  Remove all unused local volumes
rm Remove one or more volumes

Run 'docker volume COMMAND --help' for more information on a command.
docker volume create --help
Usage: docker volume create [OPTIONS] [VOLUME]
Create a volume
Options:
-d, --driver string Specify volume driver name (default "local")
--label list ~ Set metadata for a volume

-0, --opt map Set driver specific options (default map[])

e docker volume create nginx_backup
nginx_backup

Page 57



Docker Guide

e docker volume ls
DRIVER VOLUME NAME
local nginx_backup

e cd /var/lib/docker/volumes/nginx_backup/_data

e docker volume inspect nginx_backup

[

{
"CreatedAt": "2024-04-15T09:50:582",
"Driver": "local",
"Labels": {},
"Mountpoint": "/var/lib/docker/volumes/nginx_backup/_data",
"Name": "nginx_backup",
"Options": {},
"Scope": "local"
}

e docker run-d --name web -p 80:80 -v nginx_backup:/usr/share/nginx/html -v
nginx_logs:/usr/share/nginx nginx:latest

e Is-l /var/lib/docker/volumes/nginx_backup/_data
e docker exec -it web bash
e cd /var/lib/docker/volumes

Read-only Volumes
e Sometimes the container only needs read access to the data.

e Multiple containers can mount the same volume, and it can be mounted read-write for some of
them and read-only for others, at the same time

docker run —d —name=nginx —v nginx-vol:/usr/share/nginx/html nginx

docker run —d \
--name=nginx \
--mount source=nginx-vol,destination=/usr/share/nginx/html,readonly \
nginx:latest

Bind Volumes

e Mounting an existing volume stored anywhere on the host system
e They usually start with /. SPWD ./

e docker run —name web —v /tmp/html:/usr/share/nginx/html nginx:latest
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e docker run —rm —v SPWD:/tmp ubuntu:latest bash —c “echo Hello > /tmp/hello.txt”

4 J 1] &"‘\

G —R
- =
MG ;a pp
container

html
\Dncker host R

Docker volume commands

e docker volume create <volume_name>
e docker volume s

e docker volume inspect <volume_name>
e docker volume rm <volume_name>

e docker volume prune

Which volume type is preferred?

e Named Volumes are the preferred mechanism for persisting data generated by and used by Docker
containers

e While bind mounts are dependent on the directory structure and OS of the host machine, lifecycle
of named volumes are completely managed by Docker.

e Volumes have several advantages over bind mounts:

Volumes are easier to backup or migrate than bind mounts.

You can manage volumes using Docker CLI commands or the Docker API.

Volumes work on both Linux and Windows containers.

Volumes can be more safely shared among multiple containers.

New volumes can have their content pre-populated by a container

oA wWwNRE

Volumes on Docker Desktop have much higher performance than bind mounts from Mac and
Windows hosts

What are the different ways to persist data in Docker containers?

In Docker, containers are designed to be ephemeral (temporary), which means that once a container is
stopped or deleted, the data stored within it is lost. To persist data beyond the lifecycle of a container,
Docker provides several mechanisms. Here are the main ways to persist data in Docker containers:
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1. Docker Volumes

Docker volumes are the preferred way to persist data because they are fully managed by Docker and offer
several advantages over other methods.

Key Features of Volumes:

o Data persistence: Volumes exist outside the container’s filesystem, meaning that even if a
container is stopped or deleted, the data remains intact.

o Portability: Volumes can be shared between containers. You can mount the same volume to
multiple containers to allow them to share data.

¢ Ease of backup and restore: Volumes can be backed up and restored independently of the
containers.

¢ Isolation: Volumes are managed by Docker and are stored in a location on the host system (usually
under /var/lib/docker/volumes).

¢ Performance: Volumes provide better performance than bind mounts, especially on Linux.

Example:

To create and use a volume:

# Create a volume
docker volume create my_volume

# Run a container with a mounted volume
docker run -d --name my-container -v my_volume:/data nginx

This mounts the my_volume to /data inside the container. Data written to /data will be stored in the
volume, and it will persist even if the container is removed.

List Volumes:

docker volume Is

Inspect a Volume:

docker volume inspect my_volume
2. Bind Mounts

Bind mounts allow you to mount a specific directory or file from the host system into a container. This
provides a way to persist data in a location outside of the container’s filesystem, allowing containers to
share data with the host system.

Key Features of Bind Mounts:

e Direct access: Bind mounts link directly to the host’s filesystem, allowing containers to read/write
to a specific directory on the host system.

¢ Flexibility: You can specify any location on the host’s filesystem (e.g.,
/path/on/host:/path/in/container).

e Persistence: Data is persisted on the host machine even if the container is deleted.
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Example:

To mount a directory from the host system into the container:
docker run -d --name my-container -v /path/on/host:/path/in/container nginx

This mounts /path/on/host from the host to /path/in/container inside the container. Any changes made
inside the container at /path/in/container will be reflected on the host directory, and vice versa.

Use Case:

e Bind mounts are commonly used for configuration files, logs, or databases where you need to share
or persist data between containers and the host system.

3. Docker Tmpfs Mounts

Tmpfs mounts allow you to store data in memory instead of on disk. These are ideal when you need
temporary data storage that should not be written to disk and is fast to access.

Key Features of Tmpfs:

o Ephemeral storage: Data stored in tmpfs is lost when the container is stopped.
e Fast: Since it is stored in memory, tmpfs is much faster than disk-based storage.
e Isolation: Data is isolated to the container and not stored on the host’s filesystem.

Example:

To use a tmpfs mount:
docker run -d --name my-container --mount type=tmpfs,destination=/tmp my_image

This mounts a tmpfs at /tmp inside the container, and the data will be stored in RAM rather than on the
disk.

Use Case:

o Tmpfsis useful for caching data, temporary files, or situations where you need fast access to data
that doesn’t need to persist.

4. Container’s Writable Layer
By default, Docker containers have a writable layer where data is stored temporarily during the container's
lifetime. However, any data written to the container's writable layer will be lost when the container is

removed.

Key Features:

o Ephemeral storage: Data in the writable layer is lost when the container is deleted.
¢ Limited persistence: If you need data to persist across container restarts but not long term, this
might be suitable, but it’s not ideal for permanent storage.
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Example:

No special configuration is needed for this, as the writable layer is created automatically when a container
is run.

Use Case:

e Temporary data that doesn’t need to persist between container runs.
5. Docker Container Data Export/Import (Backup and Restore)
You can also export and import data from Docker containers for backup or migration purposes.

Example: Exporting and Importing Container Data

e Export a container's filesystem:

docker export my-container > my-container.tar

This creates a tarball of the container’s filesystem, which can be moved or backed up.
¢ Import data into a new container:

docker import my-container.tar my-new-container

This method is useful for backing up entire containers, but it doesn't provide a persistent data storage
solution for the container's runtime.

6. Third-Party Storage Solutions (e.g., NFS, Cloud Storage)
In advanced scenarios, you might use network storage solutions or cloud storage to persist Docker data.
These can be mounted inside Docker containers as volumes, bind mounts, or used in combination with

orchestration tools like Docker Swarm or Kubernetes.

Use Case:

¢ Network File Systems (NFS) or cloud storage solutions can be mounted as volumes to provide a
shared storage solution across multiple Docker hosts in distributed environments.

Comparison of Docker Data Persistence Options:

Method Persistence Best For Performance

) ) Data storage that should be ) o
Persistent across container High, optimized for
Docker Volumes ] managed by Docker (databases,
restarts and deletions. tc) Docker.
etc.).

Bind Mounts Persistent as long as the Sharing data between containers ||Depends on the host
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Method Persistence Best For Performance

host directory exists. and the host. filesystem.
Temporary, lost when Fast, ephemeral storage for Very high (in-memory

Tmpfs Mounts . )
container stops. containers. storage).

. Ephemeral (lost on Temporary data during container |[Low (temporary

Weritable Layer . ) .

container deletion). runtime. storage).

Data can be backed up and ||Backup and migration of container |[Depends on the
Export/Import

restored. data. container size.
Network/Cloud Persistent as long as the Shared persistent storage in Depends on
Storage external storage exists. distributed environments. network/cloud.

Conclusion:

¢ Volumes are the most recommended option for most use cases since they are managed by Docker
and designed for portability and persistence.

e Bind mounts are great for sharing data between the container and the host system, while tmpfs
mounts are suitable for temporary, high-performance data.

e For distributed environments, external solutions like network storage or cloud storage can be
integrated with Docker to persist data across multiple hosts.

How does Docker networking work?

Docker networking is a crucial aspect of containerized applications, allowing containers to communicate
with each other, with the host system, and with external networks. Docker provides several network
modes and features to manage container communication, isolation, and connectivity.

Docker Networking Overview:

In Docker, networking is primarily based on Linux network namespaces, which allow containers to have
their own isolated network environments. Docker automatically creates networks when containers are
run, but it also allows you to create custom networks to better control communication between
containers.

Key Docker Networking Concepts:
1. Network Modes: Docker offers different networking modes to control how containers
communicate with each other and the host.
2. Network Drivers: These define how networking is implemented within Docker and how containers

interact with external networks.

1. Network Modes in Docker:
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Docker supports several network modes, each suited for different use cases:

a) Bridge Network (Default Mode):

e The bridge network is Docker's default network mode when you don't specify a network explicitly.

e Containers on a bridge network can communicate with each other using their container names or IP
addresses, but they are isolated from the host network.

e The Docker daemon automatically creates a virtual bridge network on the host called docker0, and
all containers connected to this network can talk to each other.

¢ External communication: Containers on a bridge network can access external networks (e.g., the
internet) via Network Address Translation (NAT).

Example: Running a container in the default bridge mode:

docker run -d --name my-container nginx

b) Host Network:

¢ Inthe host network mode, the container shares the same network interface as the host machine.

e Containers using the host network can directly access host network services without any isolation.
This can be useful for performance reasons or when the container needs to use specific ports that
are bound to the host.

e Noisolation: There is no network isolation between the container and the host when using this
mode.

Example: Running a container with the host network:

docker run -d --name my-container --network host nginx

c) None Network:

e The none network mode provides no network connectivity to the container.

¢ Containers using this mode are isolated from the host network and cannot access the internet or
other containers.

e This mode is useful when you want complete network isolation and handle networking manually or
with custom configurations.

Example: Running a container with no network:

docker run -d --name my-container --network none nginx

d) Custom Networks (User-defined Bridge Network):

o Docker allows users to create custom bridge networks to control communication between
containers.

e Custom networks provide benefits like automatic DNS resolution for containers and better
isolation between different applications running on the same host.

e Containers on the same custom bridge network can communicate with each other by container
name, without requiring explicit port mapping.
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e Custom networks also allow you to configure network options like subnet, gateway, and IP
addressing.

Example: Creating and using a custom bridge network:

# Create a custom network
docker network create --driver bridge my_custom_network

# Run a container attached to the custom network
docker run -d --name my-container --network my_custom_network nginx

e) Overlay Network:

¢ The overlay network is used when running containers in a multi-host Docker setup (e.g., in a
Docker Swarm cluster).

e It allows containers on different Docker hosts to communicate with each other as though they are
on the same network.

e Overlay networks are typically used in orchestration tools like Docker Swarm or Kubernetes, where
containers are distributed across multiple hosts but need to communicate seamlessly.

Example: Creating and using an overlay network (requires Docker Swarm):

# Initialize a Docker Swarm cluster
docker swarm init

# Create an overlay network for the Swarm
docker network create --driver overlay my_overlay_network

# Deploy a service that uses the overlay network
docker service create --name my-service --network my_overlay_network nginx

2. Network Drivers in Docker:

Docker uses network drivers to manage how containers connect to networks. The network driver
determines the underlying technology that Docker uses to implement networking features.

o bridge: The default driver for creating isolated networks on a single host.

¢ host: Uses the host's networking stack, bypassing Docker's network isolation.

e overlay: Creates a multi-host network that enables containers on different Docker hosts to
communicate securely.

e macvlan: Allows containers to appear as if they are directly connected to the physical network
(each container gets its own MAC address).

¢ none: Disables all networking for containers, useful when you want full network isolation.

e ipvlan: Similar to macvlan but with more granular control over how containers are connected to the
network.

3. Container Communication:
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¢ Containers on the Same Network: Containers on the same Docker network (bridge or custom) can
communicate with each other using their container names as hostnames. This is possible because
Docker provides automatic DNS resolution for container names.

Example:

# Containerl can access Container2 by its name
docker exec -it containerl ping container2

e Exposing Ports to the Host: If a container needs to communicate with the external world (e.g., a
web service), you need to expose ports to the host system using the -p option:

Example:
docker run -d -p 8080:80 --name web-server nginx

This command maps port 8080 on the host to port 80 inside the container. Now, you can access the
web service running inside the container by visiting http://localhost:8080.

4. DNS and Name Resolution:

Docker provides an internal DNS service for containers to resolve each other's names when they are on the
same network. This DNS service works within custom bridge networks and overlay networks to enable
seamless communication between containers by their names, without needing to know the container’s IP
address.

e By default, Docker containers can communicate with each other via container names.
¢ Ina custom network, Docker’s internal DNS server resolves the container names automatically.

5. Networking Between Hosts (Multi-Host Communication):
e Toallow communication between containers on different hosts, Docker uses the overlay network
driver (typically in Docker Swarm). The overlay network allows containers on different hosts to

communicate securely, as if they were on the same local network.

In Docker Swarm or Kubernetes, the overlay network driver is used to span networks across
multiple hosts, enabling cross-host container communication.

Summary of Docker Networking:

Network .
Description Use Case
Mode
Brid Default mode; containers on the same host can Simple, isolated communication for
ridge
g communicate. single-host setups.
. . . High performance, direct access to host
Host Containers share the host's network interface. ‘ K
network.
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Network o
Description Use Case
Mode
. . For complete isolation; custom network
None No network connectivity for containers.
setups.
Custom User-defined bridge network, with isolated Fine-grained control over container
Bridge container communication. networking.
overl Multi-host network for communication across Distributed applications (e.g., Docker
verlay
hosts. Swarm).
Macul Containers are directly connected to the host’s When containers need their own MAC
acvlan
physical network. address.
Similar to macvlan but with more control over . .
IPvian ] ) Advanced container networking.
network configurations.

Docker’s networking features allow flexible container-to-container communication, with various levels of
isolation and resource control, making it highly adaptable for different types of deployments, from single-
host environments to large, multi-host clusters.

How do you optimize Docker image builds?

Optimizing Docker image builds is crucial for improving build performance, reducing image size, and
making the deployment process more efficient. Here are some best practices for optimizing Docker image
builds:

1. Use Multi-Stage Builds

Multi-stage builds allow you to use multiple FROM statements in a single Dockerfile to create a clean, small
final image. This is useful for separating the build process from the runtime environment, avoiding
unnecessary dependencies in the final image.

o Example: In a Node.js application, you can use one stage for building the app (with development
dependencies) and another for the final image (with only production dependencies).

# Stage 1: Build

FROM node:16 AS build

WORKDIR /app

COPY package.json package-lock.json ./
RUN npm install

COPY..

# Stage 2: Final Image
FROM node:16-slim
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WORKDIR /app

COPY --from=build /app /app

RUN npm install --only=production
CMD ["'npm", "start"]

2. Leverage Docker Cache

Docker caches each layer of the image, so subsequent builds can reuse the cache if the corresponding
instructions in the Dockerfile haven’t changed. To take full advantage of the cache:

¢ Order instructions logically: Place instructions that change less frequently at the top of the
Dockerfile (e.g., installing dependencies), and place more frequently changing instructions (e.g.,
copying application code) near the bottom.

e Use COPY wisely: If possible, avoid copying the entire project directory and instead only copy the
necessary files (e.g., package.json, requirements.txt, etc.). This reduces cache invalidation.

# Copy package files first to leverage cache
COPY package.json package-lock.json /app/
RUN npm install

# Copy only the required files for the app
COPY src /app/src

3. Minimize the Number of Layers
Every instruction in the Dockerfile (such as RUN, COPY, ADD, etc.) creates a new image layer. Too many
layers can increase the image size and build time. Combine commands wherever possible to reduce the
number of layers.
e Example: Instead of running multiple RUN commands, combine them into one using &&.
RUN apt-get update && apt-get install -y \
build-essential \

curl \
&& rm -rf /var/lib/apt/lists/*

4. Use Smaller Base Images

Choose a smaller base image (like alpine or slim) to reduce the overall image size. Alpine-based images are
significantly smaller and still provide all the functionality required to run many applications.

o Example: Using alpine instead of ubuntu or debian can reduce the image size significantly.
FROM node:16-alpine
5. Clean Up After Installation
After installing dependencies or performing system-level operations (like apt-get or apk package
installations), clean up any unnecessary files to minimize the final image size. This can be done using rm or

similar commands to delete cache or temporary files.

RUN apt-get update && apt-get install -y \
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build-essential \
&& rm -rf /var/lib/apt/lists/* \
&& apt-get clean

6. Avoid Installing Unnecessary Dependencies

Install only the packages or dependencies necessary for your application to run. Unnecessary packages will
increase the image size and possibly introduce security risks.

e For example, in a Python project, use pip install --no-dev to avoid installing development
dependencies in the production image.

7. Use .dockerignore File

The .dockerignore file tells Docker which files and directories to exclude when building an image. This helps
reduce the context size, which in turn speeds up the build process and keeps unnecessary files (like local
.git directories or build artifacts) from being included in the image.

e Example .dockerignore:

node_modules/

* log

.git

8. Minimize the Use of ADD and Use COPY Instead

The ADD instruction in Dockerfiles is more powerful than COPY, but also more heavyweight because it can
extract tar files and download files from URLs. Unless you specifically need these features, it’'s better to use

COPY, as it’s more lightweight and faster.

# Prefer COPY over ADD when you don't need to extract archives or fetch remote files
COPY . /app

9. Use COPY for Files Instead of RUN for Downloading
Whenever possible, copy the required application files into the image instead of downloading them inside
the container using RUN commands. This avoids redundant network requests during builds and leverages

Docker's caching.

# Use COPY instead of downloading during each build
COPY my-app.tar.gz /app

10. Use --no-cache for Package Managers

When installing packages, using --no-cache ensures that the package manager doesn’t store downloaded
package indexes, which can reduce the image size.

RUN apk add --no-cache curl

11. Minimize the Use of Shell Commands
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Avoid running unnecessary shell commands that don’t contribute to the final image, as they can increase
the number of layers and make the build slower.

12. Optimize for Security

In addition to optimizing for size and speed, Docker image optimization also includes ensuring that security
best practices are followed:

e Use the least privileged user (USER) instead of running the container as root.
e Ensurethat you are using the latest versions of the base image and dependencies to avoid known

vulnerabilities.

USER nobody

Summary of Best Practices for Optimizing Docker Image Builds:
e Multi-Stage Builds: Separate the build and runtime environments.
e Leverage Docker Cache: Order commands to maximize cache hits.
¢ Minimize Layers: Combine commands to reduce the number of layers.
o Smaller Base Images: Use Alpine or slim images.
e Clean Up After Installation: Remove unnecessary files and package cache.
¢ Avoid Unnecessary Dependencies: Only install what's necessary for the application.
o Use .dockerignore: Exclude unnecessary files from the build context.
e Use COPY Instead of ADD: Prefer COPY unless extracting or downloading is needed.

¢ Minimize Shell Commands: Avoid unnecessary shell commands that don’t contribute to the build.
e Security: Use least-privileged users and ensure up-to-date dependencies.

How would you handle a situation where your Docker container is crashing?

When a Docker container is crashing, it's important to diagnose and fix the root cause of the issue. Here
are the steps you can follow to troubleshoot and resolve the problem:

1. Check Container Logs

The first step is to check the logs of the container to gather information about why it is crashing.
¢ Command: Use the docker logs command to view the logs of the container.

docker logs <container_name_or_id>

o Look for any error messages, stack traces, or issues that could indicate the problem.
e You can also use the -f option to follow the logs in real-time:

docker logs -f <container_name_or_id>

2. Inspect the Container’s Exit Code
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Docker containers can exit with a non-zero exit code, which often indicates an error. You can inspect the
exit code to help understand the cause.

e Command: Use docker inspect to check the exit code and other details about the container.
docker inspect <container_name_or_id>

e Look for the "State" and "Status" fields to see the container's exit code. Common exit codes are:
o 0:Successful execution
o 1:General error
o 137:Container was killed (often due to out-of-memory issues)
o 139: Segmentation fault

3. Verify Dockerfile and Configuration

If the container crashes immediately after startup, there might be issues with the Dockerfile or
configuration:

¢ Dockerfile: Check the Dockerfile for potential issues such as incorrect commands, dependencies, or
entrypoints.

e Entrypoint/CMD: Ensure that the ENTRYPOINT or CMD in the Dockerfile is correct. If these
commands fail, the container will exit.

o For example, if you're using a service like Node.js, make sure the application starts correctly using
the right command.

o Example: If the container starts a Node.js app, verify the CMD or ENTRYPOINT:

CMD ["node", "app.js"]
4. Check Resource Limits
A container may crash if it is running out of system resources, such as memory or CPU.

e Memory Issues: If the container is consuming too much memory, the system may kill it. To check,
inspect the exit code (137 generally means the container was killed due to an out-of-memory
error).

e Command: Monitor container resource usage using docker stats:

docker stats <container_name_or_id>

e Ifyou're running into memory issues, you can increase the available memory using the -m flag
when starting the container:

docker run-m 512m <image_name>

5. Examine Container Health Check

Docker supports the concept of health checks for containers, which allows you to define commands that
can be run inside the container to check if it's healthy. If a health check fails, Docker may restart the

container automatically.

¢ Dockerfile Example: You can define a health check in your Dockerfile like this:
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HEALTHCHECK CMD curl --fail http://localhost:8080/health | | exit 1
e Check Health Status: You can inspect the health status of the container using:
docker inspect --format '{{.State.Health.Status}}' <container_name_or_id>

If the health check fails, fix the underlying problem (e.g., check network configurations or application
status).

6. Check System Logs

Sometimes, Docker logs might not provide enough information, and system-level issues (such as kernel
problems or disk space issues) could be the cause.

o System Logs: Check the system logs for any messages related to Docker or resource limitations.
e Command: On Linux, you can check the syslog:

sudo tail -f /var/log/syslog
7. Test with Interactive Mode

To troubleshoot more interactively, you can run the container in the foreground and enter the container’s
shell to observe its behavior.

e Command: Use the -it flags to start the container in interactive mode:
docker run -it <image_name> /bin/bash

This will allow you to manually run commands inside the container and observe any errors or
misconfigurations that might be causing the crash.

8. Examine Dependencies and Environment Variables
If the container relies on external services or environment variables, ensure that:
¢ All necessary environment variables are passed to the container.
e Anyrequired services (e.g., databases, APIs) are available and reachable by the container.
¢ Check Environment Variables: You can pass environment variables to the container using -e:
docker run -e VAR_NAME=value <image_name>
e You can also inspect environment variables inside the container:
docker exec -it <container_name_or_id> printenv

9. Debugging with Docker Exec

If your container is starting but then crashing, use docker exec to get into the container's environment
after it starts.

e Command:
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docker exec -it <container_name_or_id> /bin/bash

This allows you to explore logs or configuration files to determine the cause of the crash.
10. Check for Known Issues

Sometimes the issue could be related to bugs in the base image or specific dependencies.

e Solution: Search online or in the Docker Hub repository for known issues with the specific image or
dependencies.

Summary of Steps to Handle a Crashing Docker Container:

Check the container logs (docker logs <container_id>) for error messages.

Inspect the container's exit code (docker inspect <container_id>).

Verify Dockerfile and container configuration (especially CMD and ENTRYPOINT).

Check for resource issues (memory, CPU, etc.) using docker stats and adjust resource limits.
Examine the health check configuration if defined.

Check system logs for Docker or resource-related issues.

Run the container in interactive mode (docker run -it <image_name> /bin/bash) to troubleshoot
interactively.

Verify environment variables and dependencies that might be missing or misconfigured.

Use docker exec to inspect running containers and investigate the state after startup.

NouswN e

o

How do you secure Docker containers?

Securing Docker containers is essential to ensure that your applications and infrastructure are protected
from vulnerabilities, attacks, and unauthorized access. There are several strategies and best practices to
secure Docker containers, which include securing the Docker daemon, container images, container
runtime, and network configurations. Below are some key techniques for securing Docker containers:

1. Use Trusted Images

¢ Pull Images from Trusted Sources: Always use official images from trusted sources like Docker Hub
or well-maintained repositories. Be cautious with third-party images as they might contain
vulnerabilities or malicious code.

e Scan Images for Vulnerabilities: Use tools like Docker Bench for Security, Clair, or Trivy to scan
images for known vulnerabilities before using them in your containers.

¢ Build Custom Images: If possible, build your own container images using secure base images and
ensure that only necessary dependencies are included.

2. Use Least Privilege
¢ Run Containers with Least Privileges: Avoid running containers with unnecessary privileges or root
access. By default, containers run as the root user, but you can configure the container to run with

a non-privileged user by specifying a user in the Dockerfile:

USER nonrootuser
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Restrict Container Capabilities: Use the --cap-drop and --cap-add options to restrict the capabilities
of a container. For example, you can drop unnecessary capabilities like SYS_ADMIN that allow
containers to have elevated privileges:

docker run --cap-drop=ALL --cap-add=NET_BIND_SERVICE <image_name>

3. Use Docker Content Trust (DCT)

Enable Docker Content Trust: Docker Content Trust (DCT) ensures that images are signed and
verified before being pulled or pushed to a registry. This helps to prevent tampered images from
being used in production environments.

export DOCKER_CONTENT_TRUST=1

This will ensure that only signed images can be pulled or pushed.

4, Limit Container Resources

Resource Constraints: Set resource limits (CPU and memory) to prevent containers from consuming
excessive resources, which could lead to a denial of service (DoS). Use the --memory and --cpu flags
when starting containers:

docker run-m 512m --cpus=1.0 <image_name>

Limit Process Forking: Use the --pids-limit flag to restrict the number of processes a container can
fork. This prevents containers from overwhelming the host with too many processes.

docker run --pids-limit 100 <image_name>

5. Isolate Containers with Docker Networks

Use Separate Networks: By default, Docker creates a single network for containers, but you can
isolate containers by creating separate networks for different services. Use Docker’s built-in bridge
or overlay networks to control which containers can communicate with each other.

docker network create <network_name>
docker run --network <network_name> <image_name>

Disable Inter-Container Communication: In Docker Compose, you can disable inter-container
communication within the same network by setting --icc=false in the Docker daemon configuration.
This reduces the attack surface.

6. Use SELinux, AppArmor, or seccomp

AppArmor: AppArmor is a Linux security module that provides mandatory access control. It can
restrict the actions that containers are allowed to perform. You can enforce AppArmor profiles to
limit container capabilities.

SELinux: Security-Enhanced Linux (SELinux) provides additional security for Docker containers by
restricting access based on security contexts.
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seccomp Profiles: Docker supports the use of seccomp (secure computing mode), which allows you
to limit the system calls that a container can make. By using seccomp profiles, you can harden
containers by denying dangerous system calls.

docker run --security-opt seccomp=default.json <image_name>

7. Keep Docker and Host OS Up to Date

Regular Updates: Ensure that Docker, the Docker daemon, and the host operating system are
always up to date with the latest security patches. Vulnerabilities are frequently discovered, and
updates can fix critical issues.

Automated Security Patching: Use automatic patch management tools like Unattended Upgrades
on Linux to ensure that your host OS is always patched.

8. Use Docker Secrets for Sensitive Data

Avoid Storing Secrets in Dockerfiles: Never hardcode sensitive information (such as passwords or
API keys) directly in the Dockerfile or in the environment variables, as they are visible in the Docker
image layers.

Docker Secrets: For storing sensitive data securely, use Docker's built-in secrets management
feature. Docker Secrets is designed to manage sensitive data such as passwords, TLS certificates,
and APl keys securely within a Docker Swarm or Kubernetes cluster.

docker secret create <secret_name> <file_path>

9. Monitor and Audit Docker Containers

Enable Auditing: Enable audit logging for Docker containers to track what happens inside
containers, such as user activity and container start/stop events. Use Docker’s --log-driver to send
logs to a central logging system like ELK Stack or Fluentd.

Docker Bench for Security: This is an automated security audit tool that checks your Docker host
for common security best practices.

docker run -it --net host --pid host --privileged --volume /:/host:ro --volume
/var/run/docker.sock:/var/run/docker.sock:ro --label docker_bench_security docker/docker-bench-
security

10. Use Docker Swarm or Kubernetes for Orchestration

Orchestration Security: When running multiple containers in a cluster, use container orchestration
tools like Docker Swarm or Kubernetes to manage container security. These tools offer additional
security features like role-based access control (RBAC), secrets management, and container
scheduling to ensure proper security configurations.

11. Avoid Privileged Containers

Don’t Use the --privileged Flag: The --privileged flag grants a container extended privileges on the
host machine, essentially giving the container root-level access. Avoid using this flag unless
absolutely necessary.
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12. Implement Network Segmentation

e Private Networks for Containers: Use private networks for containers to limit their communication
with external services and other containers. Docker allows you to define custom networks with
specific rules and isolate critical services from each other.

o Firewall Rules: Use firewall rules to restrict incoming and outgoing traffic to only authorized
sources and destinations. Docker supports integration with host firewalls for better control over
network traffic.

13. Use a Host Firewall

¢ Control Access to Docker Daemon: The Docker daemon exposes a REST APl on TCP port 2375 by
default, which can be vulnerable if exposed to unauthorized access. Ensure that the Docker daemon
is secured using TLS and firewall rules to restrict access to trusted clients.

14. Limit Docker Daemon Access

o Restrict Access to Docker API: If you need to expose Docker’s remote API, secure it with TLS and set
up proper authentication. Limit access to only trusted users and restrict access to sensitive
endpoints.

Summary:
Securing Docker containers requires a multi-layered approach that includes:

e Using trusted and secure images

e Running containers with minimal privileges

¢ Implementing network security and isolation

e Scanning images for vulnerabilities

o Keeping Docker and the host OS up to date

o Using Docker-specific security features like Secrets, AppArmor, and seccomp profiles
¢ Monitoring and auditing containers

What are Docker "layers," and how does the layering mechanism work?

Docker layers refer to the individual components or steps in the process of building a Docker image. Each
instruction in the Dockerfile (such as RUN, COPY, or ADD) creates a new layer in the image. These layers
are stacked on top of one another to form a complete image.

How Docker Layering Mechanism Works
1. Image Layering Concept

e Docker images are made up of multiple layers stacked on top of each other. Each layer represents a
specific set of changes to the filesystem, such as adding files, installing packages, or modifying
configurations.

e Layers are immutable: once created, they cannot be changed. If a change is made, a new layer is
created with the modification, leaving the previous layer unchanged.
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e The layers are cached, which helps optimize builds by reusing previously built layers if the
Dockerfile hasn’t changed for those layers.

2. Layers in a Docker Image

o Base Image Layer: The first layer in an image is typically the base image, such as ubuntu, alpine, or
debian.
¢ Instruction Layers: Subsequent layers are created by the instructions in the Dockerfile, such as:
o RUN: Installs packages, runs commands, or modifies files.
o COPY/ ADD: Adds files or directories to the image.
o CMD /ENTRYPOINT: Specifies the default command to run when the container starts.

Each instruction in the Dockerfile results in a new layer that contains the changes made by that instruction.

Layer Caching

e Layer Cache: Docker uses a cache mechanism to speed up builds. If a layer has been built before
and the contents haven’t changed, Docker will reuse the cached version of that layer rather than
rebuilding it.

¢ Cache Invalidation: If any instruction changes, Docker will invalidate the cache for that layer and all
layers above it, meaning the subsequent layers will need to be rebuilt.

For example, consider the following Dockerfile:

FROM ubuntu:20.04

RUN apt-get update && apt-get install -y curl
COPY . /app

RUN make /app

In this example:

Layer 1: FROM ubuntu:20.04 — pulls the base image.

Layer 2: RUN apt-get update && apt-get install -y curl — installs curl.
Layer 3: COPY . /app — copies files from the build context to the image.
Layer 4: RUN make /app — compiles the application.

PwnNe

If the COPY instruction changes (for example, if files in the source directory change), Docker will invalidate
the cache for the layers after that change and rebuild those layers. The base image and any layers that are
unchanged will be reused from the cache.

Advantages of Docker Layering

1. Efficiency:
o Reusability: Layers are cached and can be reused across builds, reducing build time if parts
of the Dockerfile haven’t changed.
o Parallelism: Docker can build layers in parallel when possible, improving build performance.
2. Smaller Image Sizes:
o Layers that don’t change can be shared across different images, reducing the overall size of
each image and making images more efficient.
3. Modularity:
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o Layers allow you to build images in a modular way. For example, you can have separate
layers for adding dependencies, copying files, or configuring services.
o You can also build images incrementally, allowing for faster iteration when developing.

Best Practices for Optimizing Layers

1. Minimize the Number of Layers:
o Combine RUN Instructions: Multiple commands in a single RUN statement are merged into
one layer. For example, instead of:

RUN apt-get update
RUN apt-get install -y curl

Use:

RUN apt-get update && apt-get install -y curl

o This reduces the number of layers and can optimize the build time and final image size.
2. Leverage Layer Caching:
o Order instructions in your Dockerfile to maximize the reuse of layers. Frequently changing
instructions should come at the end to avoid invalidating the cache for earlier layers.
o Example:

# Less frequently changed layers first
COPY requirements.txt /app/
RUN pip install -r /app/requirements.txt

# More frequently changed layers later
COPY. /app/

3. Use .dockerignore:

o Avoid copying unnecessary files into the image by using the .dockerignore file. This will
prevent the build context from becoming bloated with files that don’t need to be part of the
image (such as .git directories or temporary files), keeping the layers clean and efficient.

4, Use Smaller Base Images:

o Starting with a minimal base image (e.g., alpine, debian-slim) will reduce the size of the base

layer, helping keep the overall image smaller.
5. Clean Up After Installation:

o For RUN commands that install packages or perform large operations, clean up any

unnecessary files or caches to avoid bloating the image:

RUN apt-get update && apt-get install -y curl && \
rm -rf /var/lib/apt/lists/*

Example of Docker Layering in Action
Here's an example Dockerfile illustrating the layering mechanism:

# Step 1: Use a base image
FROM ubuntu:20.04
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# Step 2: Install some dependencies
RUN apt-get update && apt-get install -y curl

# Step 3: Copy the application files
COPY. /app

# Step 4: Set the working directory
WORKDIR /app

# Step 5: Run the application
CMD ["./myapp"]

Each of the following steps creates a layer:

FROM ubuntu:20.04 — First layer (base image).

RUN apt-get update && apt-get install -y curl — Second layer (dependency installation).
COPY . /app — Third layer (copying files).

WORKDIR /app — Fourth layer (changing the working directory).

CMD ["./myapp"] — Fifth layer (defining the default command).

vk wnN e

If any step changes, Docker will invalidate the cache for the corresponding layer and any subsequent
layers, rebuilding them. However, earlier layers (such as the base image) will remain cached and
unchanged if not impacted by modifications.

Conclusion

Docker layers help manage the complexity of building and maintaining images. By understanding how
layers work, you can optimize your images for better performance, smaller sizes, and faster build times.
Proper management of layers and caching can significantly improve your Docker workflow and application
deployment process.

What are health checks in Docker, and how do you configure them?

Health checks in Docker are used to monitor the health status of a running container. They allow Docker to
determine whether a container is functioning correctly or if it needs to be restarted. This helps ensure that
containers are not only running but are in a healthy state and able to perform the necessary tasks.

Docker's built-in healthcheck functionality is configured in the Dockerfile or via the docker run command. If
the health check fails, Docker can automatically restart the container, providing a basic level of container
recovery.

Why Health Checks are Important

1. Automatic Recovery: If a container becomes unhealthy, Docker can restart it automatically without
manual intervention.

2. Monitoring: Health checks allow developers and system administrators to monitor the application’s
behavior inside the container.
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3. Service Discovery: In orchestration systems like Docker Swarm or Kubernetes, health checks help
the system understand the container's status and manage traffic routing to healthy containers only.

How Docker Health Checks Work

Docker health checks work by running a command inside the container at regular intervals (default is every
30 seconds). Docker monitors the command's exit code:

e Exit code 0: The container is healthy.
o Exit code other than 0: The container is unhealthy.

By configuring health checks, you provide an automatic way for Docker to detect when something goes
wrong inside the container.

Configuring Health Checks
There are two primary ways to configure health checks:

1. Inthe Dockerfile: This method sets up the health check when the image is being built.
2. Using the docker run command: You can also define health checks dynamically when running the
container.

1. Configuring Health Checks in Dockerfile
To configure a health check within a Dockerfile, you use the HEALTHCHECK instruction.
Syntax:
HEALTHCHECK [OPTIONS] CMD <command>
¢ OPTIONS: Specifies options such as --interval, --timeout, --retries, and --start-period to define the
frequency and retry logic for health checks.

e CMD: The command that Docker runs inside the container to check its health. If this command
returns an exit code other than 0, Docker considers the container unhealthy.

Example Dockerfile with Health Check:
FROM ubuntu:latest

# Install dependencies
RUN apt-get update && apt-get install -y curl

# Run your application
CMD ["myapp"]

# Define a health check command
HEALTHCHECK --interval=5m --timeout=3s --retries=3 CMD curl --fail http://localhost:8080/health || exit 1
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e --interval=5m: Check every 5 minutes.

e --timeout=3s: The check will time out if it takes longer than 3 seconds.

e --retries=3: Retry 3 times if the check fails.

e CMD: The health check will attempt to access the /health endpoint of the application on port 8080.

2. Configuring Health Checks Using docker run

You can also configure health checks directly when starting a container using the --health-cmd option with
the docker run command.

Example:

docker run --name mycontainer --health-cmd="curl --fail http://localhost:8080/health || exit 1"\
--health-interval=5m --health-timeout=3s --health-retries=3 myimage

e --health-cmd: The command to run for the health check.
e --health-interval: The time between health checks.

o --health-timeout: The timeout period for the health check.
e --health-retries: The number of retries before considering the container unhealthy.

Health Check Example

For a web application container running on port 80, you can use curl to check if the web server is
responding correctly:

HEALTHCHECK --interval=10s --timeout=5s --retries=3 CMD curl --fail http://localhost:80 || exit 1
Health Check Parameters
e --interval: The time between each health check (default: 30s).
¢ --timeout: How long to wait for the health check to complete (default: 30s).
e --retries: How many consecutive failures are required to mark the container as unhealthy (default:
3).
o --start-period: The initial delay before the first health check runs (useful when starting up
applications that take time to initialize).
Viewing Health Status
Once a container is running, you can check its health status using the following commands:
¢ Inspect Container Health Status:
docker inspect --format '{{json .State.Health}}' <container_name>
e View Health Check Status with docker ps:

docker ps

The output includes a STATUS column that shows the container’s current health status.
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Automatic Recovery
When a container fails a health check, Docker can restart it automatically based on the following policy:

o --restart=always: The container will always restart if it stops (including if it becomes unhealthy).
o --restart=on-failure: The container will restart only if it exits with a non-zero status.

Example:

docker run --name mycontainer --health-cmd="curl --fail http://localhost:8080/health || exit 1"\
--health-interval=5m --health-retries=3 --restart=on-failure myimage

Conclusion

Docker health checks are essential for ensuring that your containers are running as expected. They help
detect failures early and provide automatic recovery mechanisms to minimize downtime. By configuring
health checks, you can make your Docker containers more resilient and maintainable, particularly in
production environments.

How does Docker implement logging, and how can you integrate Docker logs with
centralized logging systems?

Docker provides powerful logging capabilities that allow you to capture, manage, and analyze logs from
containers. By default, Docker uses a logging driver to capture the output from containers and storeitin a
specific format. Additionally, Docker allows integration with centralized logging systems, enabling more
advanced log management and analysis.

Docker Logging Basics
1. Container Logs:
o stdout and stderr: Containers typically log their output to the standard output (stdout) and
standard error (stderr). This allows the containerized application to log messages directly.
o Docker captures this output and makes it available via the docker logs command, where logs
can be viewed in real-time or from previous container executions.
Example:
docker logs <container_name>
2. Log Drivers: Docker uses log drivers to manage where container logs are stored and how they are
handled. Docker supports multiple log drivers to suit different environments and logging needs. The

default log driver is json-file, which stores logs in JSON format on the host filesystem.

You can specify the log driver at container startup with the --log-driver option, and you can
configure logging behavior via Docker's configuration files.

List of Docker Log Drivers:

o json-file (default): Logs are stored as JSON objects on the host filesystem.
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syslog: Sends logs to the system’s syslog daemon.

journald: Logs to systemd journal.

gelf: Sends logs in the GELF (Graylog Extended Log Format) format.
fluentd: For integration with Fluentd.

awslogs: Sends logs to Amazon CloudWatch Logs.

splunk: Sends logs to Splunk.

O O O O O O

Commonly Used Logging Drivers
1. json-file (default driver):
o Logs are stored in JSON format on the local filesystem, usually under
/var/lib/docker/containers/<container_id>/.
o Logs can be accessed with the docker logs command.
Example command to use this driver:
docker run --log-driver=json-file my_image
2. syslog:
o Sends logs to the system’s syslog service, which is useful for centralized logging in
environments where syslog is used for log aggregation.
Example command:
docker run --log-driver=syslog my_image
3. fluentd:
o Integrates with Fluentd, a popular open-source log collector and aggregator.

o Fluentd can then forward logs to various destinations like Elasticsearch, Kafka, or other
systems.

Example command:
docker run --log-driver=fluentd --log-opt fluentd-address=localhost:24224 my_image
4, awslogs:
o Sends logs to AWS CloudWatch Logs, which is ideal for users running containers in AWS
environments.
Example command:

docker run --log-driver=awslogs --log-opt awslogs-group=my-log-group my_image

5. gelf:
o Sends logsin the GELF format to a Graylog server or other GELF-compatible systems.

Example command:

docker run --log-driver=gelf --log-opt gelf-address=udp://localhost:12201 my_image
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Configuring Docker Log Drivers

You can specify a log driver both when running a container or as a default in the Docker daemon
configuration.

Specify Log Driver at Container Run Time

docker run --log-driver=syslog my_image

Configure Default Log Driver in Docker Daemon

To set a default log driver for all containers, modify the Docker daemon’s configuration
(/etc/docker/daemon.json):

Example of configuring the default log driver to syslog:

{

"log-driver": "syslog"

}

After editing the daemon.json file, restart the Docker service:

sudo systemctl restart docker

Centralized Logging with Docker

Centralized logging involves sending logs from multiple sources (such as containers) to a central system
where they can be aggregated, searched, and analyzed. Docker provides integrations with several tools

and services for centralized logging.

1. Using Fluentd for Centralized Logging

Fluentd is an open-source data collector that can aggregate logs from multiple sources and forward them
to various destinations (e.g., Elasticsearch, Kafka, or cloud storage).

o Steps:
1. Install and configure Fluentd on your system.
2. Configure Docker containers to send logs to Fluentd by setting the log driver to fluentd.
Example Docker command to send logs to Fluentd:

docker run --log-driver=fluentd --log-opt fluentd-address=localhost:24224 my_image

In Fluentd's configuration, you can define how logs are processed and where they should be
forwarded.

2. Using ELK Stack (Elasticsearch, Logstash, Kibana)
The ELK Stack is a popular choice for centralized logging, consisting of:

e Elasticsearch: Stores logs.
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o Logstash: Processes logs.
¢ Kibana: Visualizes logs.
o Steps:
1. Set up Elasticsearch, Logstash, and Kibana.
2. Configure your Docker containers to use the gelf log driver to send logs to Logstash (which
can forward them to Elasticsearch).
Example Docker command:
docker run --log-driver=gelf --log-opt gelf-address=udp://logstash_server:12201 my_image
3. Using AWS CloudWatch Logs

Docker can integrate with AWS CloudWatch Logs to send container logs to AWS, making them accessible
through the AWS console for analysis and monitoring.

e Steps:
1. Configure the awslogs log driver for Docker.

2. Set up an AWS CloudWatch Log Group and Log Stream.

Example Docker command:

docker run --log-driver=awslogs --log-opt awslogs-group=my-log-group --log-opt awslogs-
stream=my-log-stream my_image

4. Using Splunk for Centralized Logging

Splunk is another tool used for centralized log management and analysis. You can use the splunk log driver
to send logs to a Splunk instance.

e Steps:
1. Install and configure Splunk.

2. Configure Docker to use the splunk log driver.
Example Docker command:
docker run --log-driver=splunk --log-opt splunk-url=http://splunk-server:8088 my_image
Accessing and Viewing Logs
Logs can be viewed using the docker logs command for individual containers:
docker logs <container_name>

If you're using a centralized logging system, logs will be available in the log aggregation tool, such as
CloudWatch, Fluentd, ELK, or Splunk, where they can be queried and visualized.

Conclusion
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Docker's logging system is flexible, allowing you to choose the most appropriate log driver and storage
solution for your environment. By configuring the correct log driver, you can integrate Docker logs with a
wide range of centralized logging systems, making it easier to manage, monitor, and analyze logs in
production environments. Whether you're using syslog, Fluentd, AWS CloudWatch, or another system,
Docker's ability to forward logs provides a robust foundation for centralized log management and
troubleshooting.

What are Docker labels, and how can they be used in managing and organizing containers?

Docker labels are key-value pairs that can be attached to containers, images, volumes, and networks. They
are a lightweight method to add metadata to Docker objects, making it easier to organize, manage, and
categorize resources in a Dockerized environment. Labels are flexible and can be used for a variety of
purposes, such as tracking versions, organizing containers, and integrating with orchestration tools.

Labels allow you to tag Docker resources with information that isn't intrinsic to the container's
functionality but is useful for monitoring, automation, and management.

Why Use Docker Labels?

e Organization: Labels help organize and categorize resources, making it easier to identify and
manage containers, images, networks, and volumes.

e Automation: Labels can be used by orchestration systems (e.g., Docker Swarm, Kubernetes) for
managing and scheduling containers based on specific metadata.

o Documentation: Labels can serve as documentation for containers, providing insights into the
purpose, version, or other properties of a container.

¢ Monitoring and Logging: Labels can assist with monitoring by tracking key metrics or enabling log
aggregation tools to filter and sort logs by label values.

o Deployment & Scaling: Labels can be used to define service roles, environments (e.g., "production”,
"staging"), or configurations in orchestration systems like Docker Swarm and Kubernetes.

How to Use Docker Labels

1. Labeling Containers and Images

You can add labels to containers, images, networks, and volumes by specifying them during the creation of
these resources.

¢ Adding labels to containers: Use the --label option when running a container:
docker run --label "env=production" --label "version=1.0" my_image
In this example, the container will have two labels: env=production and version=1.0.

o Adding labels to images: When building a Docker image, you can add labels using the LABEL
instruction in the Dockerfile:

FROM ubuntu
LABEL maintainer="example@example.com" version="1.0" description="My app container"
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This will add metadata to the image, which can be inspected later.
2. Listing Labels

To see the labels attached to a running container, use the following command:
docker inspect --format '{{json .Config.Labels}}' <container_name_or_id>

This command will display the labels of the specified container.

3. Searching for Containers by Labels

You can filter and list containers based on labels using the --filter option with the docker ps or docker
container Is command:

docker ps --filter "label=env=production"
This will list all containers that have the label env=production.

4. Modifying or Adding Labels to Running Containers

To modify or add labels to a running container, use the docker container update command:
docker container update --label-add "new-label=value" <container_name_or_id>
This will add the new-label=value label to the specified container.

5. Labels with Docker Compose

In Docker Compose, you can use labels to add metadata to the services defined in your docker-
compose.yml file. Labels can be specified under each service in the labels section:

version: '3’
services:
app:
image: my_image
labels:
- "env=production"
- "tier=backend"

This example will add labels to the app service defined in the docker-compose.yml file.
Best Practices for Using Docker Labels

1. Use Consistent Naming Conventions:
o Adopt a consistent naming scheme for your labels. For example, use labels like
com.example.version, com.example.env, or com.example.service for different purposes.
o This ensures clarity when filtering or querying resources.
2. Use Labels for Environment and Version Tracking:
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o Labels like env, version, and commit can be used to track the environment (e.g., production,

staging) or the application version, making it easy to find and manage containers.
3. Label for Resource Identification:

o Use labels to identify containers by their roles, such as role=webserver or role=database.

This can be useful for orchestration and load balancing in a cluster.
4. Avoid Overuse of Labels:

o While labels are useful, they should not be overused or cluttered with too many key-value

pairs, as it may lead to inefficiency or confusion.
5. Use Labels for Monitoring and Logging:

o Labels can be helpful when integrating with monitoring systems (like Prometheus) or
logging platforms (like ELK stack). You can use labels to filter logs or monitor containers
based on labels (e.g., only monitor containers with env=production).

6. Label Resources for Orchestration:

o Inorchestration systems like Docker Swarm or Kubernetes, labels can define scheduling,
placement, and management rules. For example, in Docker Swarm, labels can be used to
define constraints when deploying services (e.g., only deploy certain containers to nodes
labeled role=worker).

Real-World Use Cases for Docker Labels
1. Version Tracking:
o You can label images with version numbers and build IDs to keep track of different versions
of an application. This is useful in CI/CD pipelines where version control is critical.
Example:
LABEL version="1.0.0" build_date="2024-12-20"
2. Environment Segmentation:
o Labels can be used to differentiate containers running in different environments
(development, staging, production).
Example:
docker run --label "env=production" my_image
3. Role-based Labeling:

o You can label containers based on their roles within the application architecture. For
example, role=frontend, role=backend, role=database can help with managing and
monitoring different components of an application.

Example:
docker run --label "role=frontend" my_image
4. Orchestration with Docker Swarm:
o In Docker Swarm, labels are used for advanced scheduling and placement. For example, if

you only want a service to run on nodes that have a specific label, you can define the rule in
your Docker Compose file or in the docker service create command.

Page 88



Docker Guide

Example:

docker service create --name web --constraint "node.labels.role == worker" my_image

Conclusion

Docker labels are a simple but powerful tool for adding metadata to containers, images, volumes, and
networks. They help you manage, organize, and categorize resources in Docker environments, making it
easier to automate processes, track versions, segregate environments, and integrate with orchestration
tools. By using labels consistently and strategically, you can improve the organization, scalability, and
maintainability of your Dockerized applications.

What is the difference between a scratch image and an Alpine base image?

The difference between a scratch image and an Alpine base image primarily comes down to the base size,
dependencies, and use cases. Here's a detailed comparison:

1. Scratch Image

What is it?:

o The scratch image is the empty image in Docker, often used as the base layer for building
minimalist, very small images.

o Itisablankimage and doesn't contain any software, libraries, or even a shell. Essentially, it's
just an empty filesystem.

Use Case:

o You typically use scratch as the base image when you want to build a completely self-
contained binary with no dependencies. This is often the case for Go, Rust, or other
statically compiled applications.

o Thisisideal when you want the smallest possible image and are confident that the
application inside doesn't require any additional dependencies (e.g., system libraries or

shells).
Size:
o The size is zero because it's essentially an empty container.
Example:

FROM scratch
COPY my-app /my-app
CMD ["/my-app"]

This Dockerfile uses scratch to copy a statically compiled binary (my-app) and run it.

Advantages:
o Minimal image size: Since it contains nothing but your application, the final image will be as
small as possible.
o Security: A smaller attack surface because no extra libraries or shells are included.
Limitations:
o You need to manually manage dependencies: If your application relies on external libraries
or runtimes, you will need to bundle them explicitly since scratch doesn’t include any base
components.
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2. Alpine Image

e Whatisit?:

o Alpine Linux is a lightweight Linux distribution designed for resource efficiency, security,
and simplicity.

o The Alpine image is a small base image compared to full Linux distributions like Ubuntu or
CentOS, but unlike scratch, it includes a minimal operating system and package
management system (APK) for installing additional software.

e Use Case:

o Alpine is used when you want a small image, but still need a minimal operating system with
basic utilities, package management (APK), and a shell (usually /bin/sh).

o It's useful when your application may require additional libraries, tools, or runtime
components that are not statically compiled.

e Size:
o Alpine’s base image is typically < 5 MB, making it one of the smallest Linux-based images
available.
e Example:
FROM alpine

RUN apk add --no-cache curl
COPY my-app /my-app
CMD ["/my-app"]

This Dockerfile uses the Alpine image, installs curl using apk, and then copies the application.

e Advantages:
o Lightweight: Compared to full Linux distributions, Alpine is much smaller, saving disk space.
o Package Management: You can install additional packages using the built-in APK package
manager, which gives you flexibility.
o Security: Alpine is designed to be security-focused, with features like position-independent
executables (PIE) and hardened kernel options.
e Limitations:
o Compatibility issues: Some applications that rely on certain glibc features or other packages
may face compatibility issues because Alpine uses musl libc instead of glibc.
o More dependencies: While smaller than full distributions, Alpine still includes a base Linux
system with some tools, so it’s larger than scratch if you're targeting absolute minimalism.

Key Differences

‘ Feature H Scratch Image H Alpine Image

‘Base Size HO bytes (empty image) H”S MB (small Linux-based image)

Includes OS No OS or libraries (completely Minimal Linux OS with package manager (APK)
empty)

Use Case For se.If—cor.mtaered, statically For small applications that need OS libraries
compiled binaries

Package None (no ability to install ) )

Management packages) Can install packages using apk
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‘ Feature H Scratch Image H Alpine Image
None (requires statically compiled .
Shell binariés)q y P Includes /bin/sh for shell access
. Suitable for Go, Rust, or statically ||Suitable for applications requiring libraries or
Applications . . .
linked apps runtime environments
Securit Very secure, no additional attack ||Security-focused, but still includes minimal OS
¥ surface components
Size Optimization HSmaIIest possible image size HLightweight, but still larger than scratch

When to Use Each?

e Use scratch when:
o Your application is statically compiled (e.g., Go, Rust).
o You need the smallest possible image.
o You don’t need any dependencies like a shell, libraries, or package management.
e Use Alpine when:
o You need a small base image but still require an OS with a package manager (e.g., for
installing libraries or system utilities).
o You want a small but flexible environment with an available shell and the ability to install
dependencies.
o Your application requires dynamic libraries or is not statically compiled.

Conclusion

e scratch is ideal for minimalistic, self-contained, statically compiled applications, offering the
smallest possible image size with no additional dependencies.

¢ Alpine is a lightweight Linux distribution, offering a minimal OS with the ability to install packages,
making it suitable for applications that require basic system libraries or a package manager but still
need to maintain a small footprint.

How do you implement rate limiting for Docker containers?

Implementing rate limiting for Docker containers is typically done to restrict the number of requests or
actions a container can handle within a certain time frame. Rate limiting is commonly used in scenarios like
API services, web servers, or microservices to prevent resource exhaustion and to ensure fair use of
resources.

Docker does not provide built-in rate-limiting capabilities for containers directly, but you can implement
rate limiting using several approaches. Here are a few methods:

1. Using Docker's --memory and --cpus Flags (Resource Limits)
While these flags do not directly limit the rate of requests or actions, they restrict resource usage for a

container, which can indirectly influence rate limiting by preventing a container from over-consuming CPU
and memory resources.
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Example:

docker run --memory="512m" --cpus="1" my-app

This command limits the container to 512 MB of memory and 1 CPU core. This will effectively slow down
resource-intensive processes, preventing them from overloading the host system.

What are Docker plugins, and how can you use them to extend Docker functionality?

Docker plugins are extensions that allow you to extend Docker's functionality and integrate with external
systems or customize the Docker engine to suit specific needs. These plugins can add new features or
modify the behavior of Docker without altering its core functionality. Docker plugins are especially useful
when you need to integrate Docker with external tools, storage systems, networking solutions, or
monitoring services.

Types of Docker Plugins

1. Volume Plugins:

o These plugins allow Docker containers to use external storage systems. They enable Docker
to interface with various types of storage backends, such as network-attached storage
(NAS), cloud storage, and distributed storage solutions.

o Example: Using a block storage plugin to provide persistent storage for containers that can
scale horizontally across multiple nodes.

2. Network Plugins:

o These plugins enable Docker to extend its networking capabilities, such as integrating with
third-party networking solutions or managing network overlays.

o Example: Integrating Docker with Calico or Weave for advanced networking capabilities like
network segmentation, firewalls, and encryption.

3. Logging Plugins:

o These plugins allow Docker containers to send logs to external systems for storage and
analysis. They can integrate with logging systems like Fluentd, ELK stack (Elasticsearch,
Logstash, Kibana), or Splunk.

o Example: Sending Docker container logs to a centralized log management system for real-
time monitoring and analysis.

4. Credential Store Plugins:

o These plugins enable Docker to store and retrieve sensitive information (e.g., passwords,
tokens) from external secure systems like HashiCorp Vault, AWS Secrets Manager, or other
secret management tools.

o Example: Using a credential plugin to securely manage Docker registry credentials.

5. Authorization Plugins:

o These plugins help to define access control policies and manage permissions for Docker.
They are useful in environments where you need to enforce specific security policies or
integrate Docker with existing identity management systems.

o Example: Implementing a plugin that integrates Docker with LDAP or Active Directory for
user authentication.

6. Build Plugins:

o These plugins extend Docker's build capabilities, enabling custom behavior during image
creation. They might include features like custom image optimizations or integration with
external build systems.
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o Example: Using a plugin to add support for building Docker images from non-traditional
sources or environments.

How to Use Docker Plugins
To use Docker plugins, you generally follow these steps:

1. Install the Plugin

Docker plugins are installed using the docker plugin command. You can install plugins from the Docker Hub
or third-party repositories.

Example: Installing the fluentd logging plugin:
docker plugin install fluent/fluentd --grant-all-permissions
The --grant-all-permissions flag is used when the plugin requires administrative permissions.

2. Enable or Configure the Plugin

Some plugins require additional configuration after installation. For example, a volume plugin might
require specifying storage details, or a logging plugin might need configuration for log forwarding.

Example: Enabling the plugin after installation:
docker plugin enable fluent/fluentd

Configuration can often be done in a Docker daemon configuration file or through environment variables.
For example, configuring Fluentd logging:

docker run --log-driver=fluentd --log-opt fluentd-address=localhost:24224 my-container

3. Use the Plugin

After installation and configuration, you can use the plugin through Docker commands. For example, using
a volume plugin:

docker volume create --driver my-volume-plugin my_volume
For logging plugins:
docker run --log-driver=fluentd my-container

4. Manage Plugins

You can manage Docker plugins using the docker plugin commands. These include enabling, disabling,
inspecting, and removing plugins.

o List installed plugins:

docker plugin Is
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¢ Inspecta plugin:

docker plugin inspect fluent/fluentd
e Remove a plugin:

docker plugin rm fluent/fluentd

5. Troubleshoot and Debug

If you run into issues with a plugin, Docker allows you to view the logs for plugin activities. You can debug
and check plugin-related logs from the Docker daemon or the plugin itself.

Example: Using a Volume Plugin (e.g., NFS Volume Plugin)

You can use Docker volume plugins to manage persistent storage. For example, with an NFS volume plugin,
you can mount a remote NFS server's volume into your Docker containers.

1. Install the NFS plugin:
docker plugin install vieux/sshfs
2. Create a volume using the plugin:
docker volume create \
--driver vieux/sshfs \
--opt sshcmd=remoteuser@remotehost:/path/to/dir \
--opt password=secretpassword \
my_nfs_volume
3. Use the volume in a container:
docker run -d\
--mount source=my_nfs_volume,target=/mnt \
my-container
This allows your containers to use a remote NFS share for storage.
Example: Using a Logging Plugin (e.g., Fluentd)
1. Install the Fluentd plugin:
docker plugin install fluent/fluentd --grant-all-permissions
2. Run a container with Fluentd logging:

docker run -d --log-driver=fluentd --log-opt fluentd-address=localhost:24224 my-container

This sends the container logs to Fluentd, which can forward them to a centralized log management system
like Elasticsearch or Splunk.
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Conclusion

Docker plugins provide a powerful way to extend Docker’s functionality in areas such as storage,
networking, logging, security, and more. By using plugins, you can integrate Docker with external systems,
enhance its capabilities, and customize it to fit your specific use cases. Plugins are easy to install and
manage, and they help create a flexible, extensible Docker environment suited to production needs.

What are the key differences between Docker Enterprise and Docker CE (Community
Edition)?

Docker Enterprise and Docker CE (Community Edition) are two different versions of Docker, each aimed at
different user groups with different features and support levels. Below are the key differences between
the two:

1. Target Audience

e Docker CE (Community Edition):
o Aimed at individual developers, small teams, and hobbyists.
o ltisfree and open-source, suitable for development, testing, and personal projects.
o Docker Enterprise:
o Aimed at large organizations, enterprises, and production environments.
o Itis a paid, enterprise-grade version that provides additional features focused on security,
scalability, and support.

2. Support and Maintenance

e Docker CE:
o No official support from Docker Inc.
o Community-driven support through forums, GitHub issues, and community channels.
o Regular updates and patches, but without guaranteed timelines for critical issues.
e Docker Enterprise:
o Official, subscription-based support from Docker Inc.
o Provides 24/7 technical support, SLAs (Service Level Agreements), and dedicated support
teams for enterprise customers.
o Regular updates, patches, and security fixes with clear timelines and support guarantees.

3. Security

e Docker CE:
o Basic security features such as Docker Content Trust (DCT) for image signing.
o No advanced security features or compliance tools.
o Security patches are released regularly, but there are no enterprise-level security measures.
¢ Docker Enterprise:
o Enhanced security features, including advanced image scanning, role-based access control
(RBAC), and more.
o Enterprise-grade security tools such as Docker Trusted Registry (DTR) for secure image
storage and Docker Security Scanning.
o Integration with third-party security and compliance tools.
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o Security and vulnerability scanning, ensuring images and environments are free from
vulnerabilities.

4. Orchestration

e Docker CE:
o Uses Docker Swarm as its built-in orchestration tool.
o Suitable for small to medium-sized applications with simpler orchestration needs.
¢ Docker Enterprise:
o Includes Docker Swarm and Kubernetes support for orchestration.
o Kubernetes is available as a fully integrated, managed option, providing more advanced
orchestration features, scalability, and integration with enterprise systems.
o The ability to switch between Docker Swarm and Kubernetes, depending on the

requirements.
5. Management Tools

e Docker CE:
o Basic command-line tools and the Docker Desktop GUI for managing containers, images,
and volumes.
o Lacks advanced enterprise management features.
e Docker Enterprise:
o Docker Enterprise includes an advanced management interface, with tools such as Docker
Universal Control Plane (UCP) for managing clusters, nodes, and workloads.
o Provides a more comprehensive and user-friendly interface for managing large-scale
containerized environments.
o Includes integration with CI/CD tools and enhanced monitoring and logging features.

6. Registry and Image Management

o Docker CE:
o Docker Hub is used for image storage and management.
o Community repositories with public access.
o Canuse Docker Hub or third-party registries for image storage.
e Docker Enterprise:
o Includes Docker Trusted Registry (DTR) for secure, private image storage with advanced
image management features.
o DTR provides access control, image scanning for vulnerabilities, and integration with other
Docker enterprise tools.
o Private registries for enterprises to manage their images securely, with fine-grained access
controls.

7. Networking and Clustering

e Docker CE:
o Basic networking features, such as the default bridge network.
o Limited clustering capabilities using Docker Swarm.
e Docker Enterprise:
o Advanced networking features like multi-host networking, overlay networks, and integration

with enterprise network setups.
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o Includes full clustering and orchestration support using both Docker Swarm and Kubernetes.
8. Resource Management and Monitoring

e Docker CE:
o Basicresource management and monitoring through Docker CLI and third-party tools.
o Docker Enterprise:
o Advanced resource management, monitoring, and logging features for large-scale container
environments.
o Integration with enterprise monitoring tools and centralized logging systems.

9. Licensing and Cost

e Docker CE:
o Free and open-source.
o Suitable for personal use, hobby projects, and development environments.
e Docker Enterprise:
o Paid subscription, with pricing based on the scale of the organization and specific enterprise
requirements.
o Comes with additional enterprise features and 24/7 support.

10. Use Cases

e Docker CE:
o Ideal for individual developers, small teams, and testing environments.
o Can be used for personal projects, hobby apps, and learning Docker.
¢ Docker Enterprise:
o Best for organizations with production-scale containerized applications.
o Suitable for enterprises requiring advanced security, scalability, and orchestration features
with official support.

Summary of Key Differences:

‘ Feature H Docker CE H Docker Enterprise ‘
‘Target Audience HDeveIopers, hobbyists, small teamsHEnterprises, large organizations ‘
‘Support HCommunity support, no SLAs H24/7 Enterprise support, SLAs ‘
‘Security HBasic security features HAdvanced security tools, DTR, scanning ‘
‘Orchestration HDocker Swarm HDocker Swarm, Kubernetes ‘
‘Management Tools HCLI and Docker Desktop GUI HUCP, enterprise management tools ‘
‘Registry HDocker Hub HDocker Trusted Registry (DTR) ‘
‘Licensing HFree, open-source HPaid, subscription-based ‘
‘Monitoring & LoggingHBasic features HAdvanced monitoring, logging, and integration‘
‘Image Management HDocker Hub for images HDTR for private, secure image storage ‘
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Conclusion:

Docker CE is suitable for individuals and smaller teams working on development, testing, or hobby
projects. Docker Enterprise, on the other hand, is designed for large organizations with production
environments, offering advanced security, orchestration, management, and support features to meet
enterprise needs.

What happens behind the scenes when you run docker run?

When you run the docker run command, a series of events occur behind the scenes to start a Docker
container. Here’s a step-by-step breakdown of what happens when you execute docker run:

1. Image Search/Download

o If the image is not present locally: Docker first checks if the specified image is available locally in
your machine’s Docker image cache.
o If not, Docker will pull the image from a Docker registry (e.g., Docker Hub, a private registry)
by issuing a docker pull command automatically.
o Theimage is downloaded layer by layer, which includes the image’s operating system,
libraries, and any pre-configured software.
o If the image is present locally: Docker uses the locally cached image to create the container.

2. Container Creation

e Docker creates a new container from the specified image.
o It essentially takes a snapshot of the image and initializes it as a container, which includes setting
up a filesystem and configuring the container’s runtime environment.

3. Container Filesystem

e Docker builds the container’s filesystem by adding layers from the image, starting from the base
image to the application layers.

¢ Any changes you make to the container (such as file modifications or new files) will be stored in a
read-write layer on top of the image layers.

4. Container Networking Setup

e Docker configures networking for the container. If no specific networking mode is provided, the
container is attached to the default "bridge" network.

e Docker assigns the container an IP address, configures network namespaces (network isolation),
and sets up port mappings (if specified with -p or --publish).

5. Environment Configuration

e Any environment variables (via -e or --env) specified in the docker run command are passed to the
container. These can be used to configure the containerized application.

e Docker also handles default environment variables, such as PATH, HOME, and others depending on
the image.
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6. Volume Mounts (if specified)

e If you specify volumes (with -v or --volume), Docker mounts the specified volumes inside the
container. This can be a bind mount (mapping a host directory to the container) or a named volume
(a managed Docker volume).

e Volumes are used to persist data across container restarts.

7. Container Initialization

o Docker sets up the container's runtime environment (using namespaces such as PID, network, etc.).
This ensures the container is isolated from the host and other containers.
e It sets up control groups (cgroups) to limit and monitor resource usage (CPU, memory, disk, etc.).

8. Run the Command

¢ Docker looks for a default command to execute inside the container. This command is defined in
the Docker image as the ENTRYPOINT or CMD instructions in the Dockerfile.
o IfENTRYPOINT is defined, Docker executes that as the main process.
o IfCMDis defined, it’s passed as the default argument to ENTRYPOINT (or executed directly
if ENTRYPOINT is not defined).
e If no ENTRYPOINT or CMD is specified in the Dockerfile, Docker will look for the command provided
in the docker run command itself.

9. Container Execution

¢ Once the command is executed, the container starts running in its own process namespace. This
means that the application inside the container behaves as if it’s running on a standalone machine.

e Docker monitors the running container, ensuring the process continues to run, and it remains in an
isolated environment.

10. Interactive/Detached Mode

o Ifthe -it (interactive) option is used, Docker attaches your terminal to the container’s stdin and
stdout, enabling interactive use (for example, a shell session).

¢ Ifthe -d (detached) option is used, Docker runs the container in the background and returns the
container ID.

11. Container Lifecycle Management

¢ Docker maintains the container’s lifecycle and handles events like container exit. If the process in
the container terminates, the container will stop, and Docker logs the exit code.
e You can stop, start, restart, or remove the container as needed.

12. Output and Logs
e If the container is running interactively, any output from the application will be shown in the
terminal.

o If not, Docker maintains logs for the container, which can be accessed using docker logs
<container_id>.
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Example:
For a docker run command like:
docker run -d -p 8080:80 --name my_container nginx

e Docker will search for the nginx image.

e If not found locally, it will pull the image from Docker Hub.

e It will create a container named my_container.

e It will set up the container with the specified port mapping (8080:80), meaning that port 8080 on
the host is mapped to port 80 in the container.

e It will run the default command defined by the nginx image (likely the Nginx web server).

e The container will run in detached mode (-d).

Summary of Key Steps in docker run:

Search or pull the image.

Create a new container from the image.

Set up the container’s networking, volume mounts, and environment variables.

Run the command defined in the image (or overridden by the docker run command).
Start the container and manage its lifecycle.

vk wN e

Explain image signing and verification in Docker. How does Docker Content Trust (DCT)
work?

Image signing and verification in Docker are essential security practices to ensure the authenticity and
integrity of Docker images. Docker Content Trust (DCT) is the feature that enables image signing and
verification, providing confidence that the images you are using have not been tampered with and are
coming from a trusted source.

What is Docker Content Trust (DCT)?

Docker Content Trust (DCT) uses Notary (a service that Docker relies on) to sign images and verify their
authenticity. When Docker Content Trust is enabled, it ensures that images pulled from Docker Hub or
other registries are signed by a trusted source, and the signature is verified before usage. This provides an
additional layer of security by making sure the image has not been altered and is indeed the one that was
intended by the publisher.

How Docker Content Trust (DCT) Works

1. Signing an Image:
o When Docker Content Trust (DCT) is enabled, the image will be signed using GPG keys.
These keys are managed using Notary.
o Theimage is signed with a private key, and the signature is stored in the Docker registry
(e.g., Docker Hub).
2. Pulling an Image:
o When you pull animage, Docker checks the signature associated with the image in the
registry.
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o Docker will only allow the pull to succeed if the image is signed and the signature matches
the public key associated with the trusted publisher.

o Ifthe image is not signed, or the signature cannot be verified, Docker will reject the pull
request, ensuring that only trusted images are used.

3. Verifying Signatures:

o When Docker Content Trust is enabled, every operation involving pulling or pushing an
image will be checked for valid signatures.

o Ifthe image has an invalid or missing signature, the pull or push operation will fail.

How to Enable Docker Content Trust (DCT)

Docker Content Trust (DCT) is controlled by an environment variable called DOCKER_CONTENT_TRUST. By
default, this is disabled. To enable Docker Content Trust, you need to set the DOCKER_CONTENT_TRUST
variable to 1.

Enabling DCT Temporarily:

For a single command, you can enable DCT by setting the DOCKER_CONTENT_TRUST variable in the
terminal:

export DOCKER_CONTENT_TRUST=1
docker pull <image-name>

This will ensure that Docker verifies the image signature before pulling it.
Enabling DCT Permanently:

To enable DCT permanently, add the DOCKER_CONTENT_TRUST=1 environment variable to your shell
configuration file (~/.bashrc or ~/.zshrc, for example):

export DOCKER_CONTENT_TRUST=1

Then, run:

source ~/.bashrc # or source ~/.zshrc

With this setting, Docker will always verify image signatures whenever images are pulled or pushed.
Signing Images with Docker

To sign an image, Docker uses the Docker Content Trust feature in combination with Notary. When DCT is
enabled, Docker automatically signs images that are pushed to a registry (e.g., Docker Hub).

Example of Pushing a Signed Image:

1. Build your image:
docker build -t my-image:latest .
2. Enable Docker Content Trust (DCT):
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export DOCKER_CONTENT_TRUST=1
3. Push the image to a registry:
docker push my-image:latest

Docker will sign the image using the private key associated with your Docker Hub account and push
it to the registry. The image will be marked as trusted once signed.

Verification of Signed Images

1. Pulling a Signed Image: When Docker Content Trust is enabled, Docker will only pull images that
are signed and whose signature is verified.

docker pull my-image:latest

If the image is signed, Docker will verify the signature against the trusted key, and the image will be
pulled only if the signature is valid.

2. Checking Signature of an Image: You can use the notary CLI tool to inspect the signature of an
image, to ensure that the image is properly signed and verified. You would do this using the notary
CLI to check the trust status of an image.

Disabling Docker Content Trust (DCT)

If you wish to disable Docker Content Trust (DCT) for a particular command, you can set the
DOCKER_CONTENT_TRUST variable to O:

export DOCKER_CONTENT_TRUST=0
docker pull my-image:latest

This will bypass signature verification, and Docker will allow pulling images even if they are not signed or
have an invalid signature.

Benefits of Image Signing and Docker Content Trust

1. Security:

o Image signing ensures that images are not tampered with after they are published. The
signature verifies that the image is indeed the one intended by the publisher, preventing
man-in-the-middle attacks, image hijacking, or the use of untrusted images.

2. Compliance:

o For organizations, Docker Content Trust helps maintain compliance with security policies
and practices by ensuring that only verified and trusted images are used in production
environments.

3. Auditability:

o Image signing provides a traceable record of who signed an image and when, enhancing

accountability for image creation and distribution.

Conclusion
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Docker Content Trust (DCT) and image signing provide a crucial layer of security for containerized
applications by ensuring that images are authentic, untampered, and from trusted sources. By enabling
DCT, you ensure that any images pulled or pushed are signed and verified, making it more difficult for
malicious or compromised images to enter your environment.

How do you troubleshoot a container stuck in a "restarting" state?

When a Docker container is stuck in a "restarting" state, it indicates that the container is repeatedly
crashing and Docker is trying to restart it based on the container's restart policy. Here’s how you can
troubleshoot and resolve the issue:

1. Check Container Logs

e The first step is to check the logs of the container to understand why it's crashing. You can use the
following command:

docker logs <container_id_or_name>
e Look for any error messages or stack traces that might explain why the application inside the
container is failing. This could give clues about misconfigurations, missing dependencies, or runtime

issues.

If the container is in a "restarting" loop, you may need to pass the --details flag to docker logs to get the
complete output:

docker logs --details <container_id_or_name>
2. Check the Restart Policy

e Containers with a restart policy (like always, unless-stopped, or on-failure) will attempt to restart
automatically when they fail. You can inspect the restart policy by running:

docker inspect <container_id_or_name> | grep -i restart
e This will show the restart policy and other relevant details like the number of retries.
3. Examine Exit Codes
e The exit code of the container can help pinpoint the issue. To get the exit code, run:
docker inspect <container_id_or_name> --format '{{.State.ExitCode}}'
e Exit code 0 indicates normal termination, while non-zero codes typically indicate errors. The exit
code can point to the specific failure, so check the application’s documentation for meanings of

different exit codes.

4. Check the Container’s Health Status
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o Ifthe container uses Docker health checks (configured via HEALTHCHECK in the Dockerfile or docker
run), check if it’s failing the health check. You can inspect the health status with:

docker inspect <container_id_or_name> --format '{{.State.Health.Status}}'

o Ifit shows as unhealthy, this means the container is passing the health check and then restarting.
Inspect the health check configuration to see if it’s too strict or if the service inside the container
isn’t responding in time.

5. Examine Resource Constraints

e Containers may restart if they exceed system resource limits (like memory or CPU). You can check if
resource constraints are causing the container to crash by looking at Docker's event logs:

docker events --filter 'event=oom'
o This will show if the container was killed due to "Out Of Memory" (OOM) errors.
6. Review Docker Daemon Logs

¢ Sometimes the Docker daemon itself may have information about what’s happening with the
container. You can check Docker daemon logs (depending on your system):

journalctl -u docker
¢ This may reveal issues such as disk space problems or failures in container networking.
7. Ensure Sufficient Disk Space

¢ If the container is running out of disk space or there's insufficient space in Docker's storage
location, it can lead to containers repeatedly restarting. Check the disk space available with:

df -h
e You can also check Docker’s disk usage with:
docker system df
8. Check for Dependency Failures
¢ If your container depends on other services (e.g., a database or an API), ensure those dependencies
are running and accessible. Containers may fail if they can't connect to required services.

e Test connectivity from within the container using commands like ping, curl, or telnet to ensure the
container can reach external dependencies.

9. Recreate the Container
o Iftheissueis not resolved by the above steps, try recreating the container:

docker rm -f <container_id_or_name>
docker run <container_options> <image_name>
L
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e This canresolve issues caused by a misconfiguration or corruption in the container’s file system.
10. Investigate Docker Swarm Issues (if applicable)

e Ifyou’'re using Docker Swarm, check the swarm service’s state and logs. If the container is part of a
service, the service may be restarting the container repeatedly:

docker service ps <service_name>
e Check the service logs to see if there’s any indication of issues:
docker service logs <service_name>
11. Try a Different Image or Version
e If you suspect the issue might be with the image itself (e.g., it's based on an outdated or broken
version), try pulling a different version of the image or another similar image to see if the issue
persists.
docker pull <image_name>:<tag>
Conclusion
By following these steps—checking logs, examining resource constraints, reviewing the restart policy, and
ensuring dependencies are in place—you can identify why a Docker container is stuck in a "restarting"

state. Once identified, you can take corrective actions like fixing configuration issues, increasing resource
limits, or addressing application errors.

How do you deal with Docker daemon unresponsiveness or crashes?

Dealing with Docker daemon unresponsiveness or crashes involves a combination of troubleshooting,
diagnosing the root cause, and taking corrective actions. Below are the steps to diagnose and resolve
issues related to Docker daemon crashes or unresponsiveness:

1. Check Docker Daemon Logs
o The first step is to review the Docker daemon logs to check for any specific error messages,
warnings, or stack traces that might provide insight into why Docker is unresponsive or crashing.
e On Linux, you can check the logs using:

journalctl -u docker.service

e On Windows or macOS, Docker logs can be found in the application logs, which can be accessed via
the Docker Desktop interface (in the Troubleshoot menu).

Look for error messages such as "out of memory," "disk full," "network issues," or any other unusual
behavior.
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2. Restart the Docker Daemon

o Ifthe Docker daemon becomes unresponsive, the simplest approach may be to restart it:
o On Linux, use:

sudo systemctl restart docker

o On macOS or Windows, you can restart Docker from the Docker Desktop interface or by
using:

docker restart

e Restarting the daemon can help temporarily clear any issues, but it's important to investigate the
root cause of the crash to avoid recurring issues.

3. Check System Resource Usage

e Docker may become unresponsive due to resource constraints (CPU, memory, disk space). Monitor
system resources using tools like top, htop, or free (for memory):

top
free -h

e Disk space: Lack of disk space or excessive disk I/0O can cause the Docker daemon to become
unresponsive. Check the available disk space using:

df -h

e CPU usage: High CPU usage due to resource-heavy containers can also make Docker unresponsive.
Use top or htop to monitor CPU usage.

4. Check for File System Issues

e Docker relies on the underlying file system for container storage. File system corruption, issues with
Docker’s storage driver, or disk space issues could cause Docker to crash. Use dmesg or journalctl to
look for filesystem errors:

dmesg | grep -i error

o If Docker is using a particular storage driver (e.g., overlay2, aufs, etc.), check that the file system
used by Docker is not experiencing issues.

5. Look for Conflicts with Other Services

¢ Sometimes, conflicts with other services (e.g., system resource contention with other processes or
firewall rules) can make the Docker daemon unresponsive. Use Isof or netstat to look for conflicting
ports or services.

e Check if other processes are consuming excessive resources or interfering with Docker’s operation.

6. Inspect Container Logs
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o Ifthe Docker daemon crashes when certain containers are running, inspect the logs of those
containers:

docker logs <container_id_or_name>

e Containers can sometimes cause the Docker daemon to crash if there are critical errors in the
application or system-level failures, such as a segmentation fault or memory access issues.

7. Analyze Docker Configuration

¢ Misconfigurations in Docker’s settings can lead to instability or crashes. Ensure that the Docker
configuration files (e.g., /etc/docker/daemon.json) are correctly set up. Look for invalid or
unsupported options.
o Validate Docker configuration syntax:

cat /etc/docker/daemon.json

o Check for common configuration issues like improper memory limits or resource allocation
settings.

8. Check for Docker Version Issues

e Ensureyou are using the latest stable version of Docker. Sometimes, bugs or issues in specific
Docker versions can lead to daemon crashes. Use the following to check the version:

docker --version

o If necessary, update Docker to the latest version:
o On Linux (for example, on Ubuntu):

sudo apt-get update
sudo apt-get upgrade docker-ce

9. Check for Networking Issues

e Docker’s networking stack could also be a source of issues if there’s a misconfiguration or conflict.
Use the following to check Docker’s networking status:

docker network Is
docker network inspect <network_name>

o If a container is repeatedly crashing or causing Docker to become unresponsive due to networking
issues, consider reconfiguring your network settings or isolating the container to test the
networking behavior.

10. Examine Docker's Resource Limits

e Docker may become unresponsive if resource limits are exceeded, especially in containerized
environments where containers are using a lot of CPU or memory. You can check Docker’s system
limits and adjust them if necessary:

o Check Docker’s available resources:
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docker info

o Adjust Docker’s memory or CPU limits in the configuration if needed.

11. Enable Docker Debug Mode

o If Docker is still unresponsive and you can’t find the cause, you can enable debug mode to get more
detailed logs, which can help identify the issue.

e To enable debug mode, update Docker's configuration (/etc/docker/daemon.json) to include
"debug": true:

{
"debug": true

}

e After enabling debug mode, restart the Docker daemon and check the logs again for more detailed
information:

sudo systemctl restart docker
12. Check for System Updates

¢ Sometimes, system-level issues (kernel bugs or OS-level configurations) can affect Docker’s
performance. Ensure your operating system is up to date with the latest patches and kernel
versions:
o For Ubuntu:

sudo apt-get update
sudo apt-get upgrade
sudo apt-get dist-upgrade
o Restart the system after updates to apply any critical patches.

13. Reinstall Docker

o If all else fails and the Docker daemon continues to be unresponsive or crashes frequently, consider
reinstalling Docker to resolve any possible corruption or misconfigurations:
o Uninstall Docker:

sudo apt-get purge docker-ce
sudo apt-get autoremove

o Reinstall Docker by following the official Docker installation instructions for your operating
system.
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What are dangling images, and how do they impact Docker performance? How can they be
cleaned?

Dangling images in Docker are images that are not associated with any tagged or named reference and are
typically leftover from previous builds or operations. They are images that no longer have a relationship
with a running container or a named tag and are usually intermediate layers that are created during multi-
step builds but are not retained as final images.

Characteristics of Dangling Images:

1. No Tag: Dangling images are images without tags (i.e., <none>:<none>).

Unused: These images are not being used by any container.

3. Intermediary Layers: In multi-stage builds, intermediate layers are sometimes created and then
discarded, but they remain in the local Docker repository if not properly cleaned.

N

Impact of Dangling Images on Docker Performance

While dangling images do not directly impact the running containers, they can negatively affect Docker
performance in the following ways:

1. Disk Space: Dangling images consume disk space without providing any useful benefit. Over time,
they can accumulate and use significant disk resources.

2. Slower Image Build Times: If Docker has a large number of dangling images, it may take longer to
find and reference active images. Additionally, if Docker attempts to reuse layers, it may encounter
unnecessary complexity.

3. Clutter: Having a large number of dangling images can make it more difficult to manage Docker
images, leading to clutter and confusion when managing the images.

How to Clean Dangling Images

Docker provides commands to help you clean up dangling images and free up disk space. The following
commands can be used to remove them:

1. List Dangling Images

You can list dangling images with the following command:

docker images -f "dangling=true"

This will display images with the <none>:<none> tag, which are the dangling images.

2. Remove Dangling Images

To remove all dangling images (images without tags), you can use the following command:
docker image prune

This command will remove all unused images, including dangling images, that are not associated with any
container. It will prompt you for confirmation before deleting the images.
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To avoid the prompt and delete images automatically, use:
docker image prune -f

3. Remove All Unused Images (Dangling & Unused)

If you want to remove all unused images (including dangling ones and images that are not associated with
any container or tag), use:

docker image prune -a

Again, to skip the confirmation prompt:

docker image prune -a -f

4. Remove Specific Dangling Images

If you want to remove specific dangling images manually, you can use:

docker rmi <image_id>

You can obtain the image ID by running docker images.

Automating Cleanup

If you frequently run into dangling images, you can automate the cleanup process using scheduled tasks or
cron jobs, especially for environments with frequent image builds (such as CI/CD pipelines). For example,
you can set up a cron job to run docker image prune regularly.

Conclusion

Dangling images are leftover, untagged images that consume disk space and can clutter your system.
Cleaning them is important for maintaining efficient use of disk resources and improving Docker
performance. Docker provides simple commands like docker image prune to help you easily remove these

unused images. Regular cleanup can help ensure that Docker runs efficiently without accumulating
unnecessary files.

How do you ensure that a Docker container runs as a non-root user?
To ensure that a Docker container runs as a non-root user, you can follow these steps:
1. Create a Non-Root User in the Dockerfile

In the Dockerfile, create a non-root user with a specific user ID (UID) and group ID (GID). You can also set a
home directory for the user.

# Create a new user 'myuser' with a specific UID and GID
RUN groupadd -r mygroup && useradd -r -g mygroup -m myuser
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2. Switch to the Non-Root User

Use the USER instruction in the Dockerfile to specify the user that the container should run as. This
prevents the container from running as root by default.

# Switch to the newly created user
USER myuser

This step ensures that subsequent commands and the container’s entry point will be executed as the non-
root user.

3. Set Appropriate Permissions
Ensure that any files or directories that need to be accessed by the non-root user have the proper
permissions. For example, if the user needs access to certain directories, you may need to change the

ownership of those directories.

# Change ownership of directories/files to 'myuser’
RUN chown -R myuser:mygroup /path/to/directory

4. Avoid Running as Root in Entrypoint

Make sure that the container's entry point or command is executed as the non-root user. If you're using an
entrypoint script, ensure that the script runs under the non-root user context.

ENTRYPOINT ["./start.sh"]

If start.sh requires specific permissions, ensure the script has the proper executable permissions for the
non-root user.

Example Dockerfile
Here’s a full example of a Dockerfile that ensures a container runs as a non-root user:

# Use a base image
FROM ubuntu:20.04

# Install necessary packages (e.g., to create a user)
RUN apt-get update && apt-get install -y sudo

# Create a non-root user with specific UID and GID
RUN groupadd -r mygroup && useradd -r -g mygroup -m myuser

# Set appropriate permissions for the directory
RUN chown -R myuser:mygroup /app

# Switch to the non-root user
USER myuser

# Set the working directory
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WORKDIR /app

# Copy application files
COPY. /app

# Set the default command
CMD ["./myapp"]

5. Verify User in Running Container

After the container is running, you can check which user the container is running as by entering the
container:

docker exec -it <container_id> whoami
It should return the non-root user, e.g., myuser.
Benefits of Running Containers as Non-Root User:
e Security: If an attacker compromises the container, they won’t have root access to the container,
reducing the potential damage.

e Best Practice: It is a recommended security practice to avoid running containers as root unless
absolutely necessary.

How can you tag a Docker image during build time?
You can tag a Docker image during the build process using the -t or --tag option with the docker build
command. This allows you to assign a specific tag to the image, which helps in identifying and managing
different versions of the image.
Syntax:
docker build -t <image-name>:<tag> <path-to-dockerfile>
Example:
docker build -t my-app:latest .
In this example:
e my-app is the name of the image.
o latestis the tag. This tag is commonly used to indicate the most recent version of the image, though
you can specify any tag name (like v1.0, stable, etc.).
o .refersto the current directory, where the Dockerfile is located.

Multiple Tags:

You can also tag an image with multiple tags during the build process by specifying -t multiple times.
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docker build -t my-app:latest -t my-app:v1.0.
In this case, the image will be tagged as my-app:latest and my-app:v1.0.
Use Cases:
1. Versioning: Tagging images with versions (e.g., v1.0, v1.1) allows you to manage and differentiate
between different versions of your application.
2. Environment-Specific Tags: You can tag images based on environments (e.g., dev, staging, prod) to

keep track of different environments.
3. Custom Tags: You can use tags like latest, stable, or beta to identify the state of an image.

How do you identify and remove unused Docker images, containers, and volumes?

To manage and clean up unused Docker images, containers, and volumes, you can use several Docker
commands. This helps in reclaiming disk space and keeping your system clean from unnecessary resources.
Below are steps and commands to identify and remove unused Docker resources:

1. Identifying Unused Docker Images

To list all Docker images (including the ones not being used by any containers), use:

docker images

To see dangling images (images that are not tagged and not associated with any containers), use:

docker images -f "dangling=true"

Dangling images are typically intermediary images created during the build process that are no longer in
use.

2. Removing Unused Docker Images

You can remove unused or dangling images manually by running:

docker rmi <image_id>

Or, to remove all dangling images in one go:

docker image prune

To remove all unused images, including those not associated with any container, you can use:
docker image prune -a

Note: Be cautious when using docker image prune -a as it will remove images not associated with any
container, including images you may want to keep.
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3. Identifying Unused Containers

To list all containers (running and stopped):

docker ps -a

Stopped containers (those that have finished or crashed) are potential candidates for removal.
To list containers that have exited (status code Exited):

docker ps -a -f "status=exited"

4. Removing Unused Containers

To remove a stopped container, run:

docker rm <container_id>

To remove all stopped containers:

docker container prune

This command will remove all containers that are not running (those in the exited state).
5. Identifying Unused Volumes

To list all Docker volumes:

docker volume Is

To find unused volumes (volumes not associated with any container), you can use:
docker volume Is -f "dangling=true"

6. Removing Unused Volumes

To remove a specific volume:

docker volume rm <volume_name>

To remove all unused (dangling) volumes:

docker volume prune

7. Cleaning Up All Unused Resources

To clean up all unused Docker images, containers, and volumes (without risking accidental deletion of
important resources), you can run:

docker system prune
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This command removes:

e Stopped containers
e Unused networks

e Dangling images

e Unused volumes

If you want to remove all unused images and volumes (not just the dangling ones), you can run:
docker system prune -a

This is a more aggressive cleanup option, but it helps free up a lot of space by removing unused images,
containers, and volumes.

Summary of Cleanup Commands:

¢ Remove dangling images: docker image prune

¢ Remove all unused images: docker image prune -a

¢ Remove stopped containers: docker container prune

¢ Remove unused volumes: docker volume prune

¢ Remove unused networks: docker network prune

e Clean up everything (images, containers, volumes): docker system prune
e Clean up everything (aggressive): docker system prune -a

How do you troubleshoot high CPU or memory usage in a Docker container?

Troubleshooting high CPU or memory usage in a Docker container involves several steps to identify the
root cause and mitigate the issue. Here’s a systematic approach to debugging high resource consumption
in a Docker container:

1. Monitor Resource Usage

¢ Check Resource Usage in Real-Time: Use the docker stats command to get real-time resource
usage statistics (CPU, memory, network, and disk usage) for all running containers:

docker stats

This command will show the resource usage of each container in your environment. Look for the
containers consuming the most CPU or memory.

¢ Inspect Specific Container: To monitor resource usage for a specific container, run:
docker stats <container_id>
2. Inspect Container Logs

¢ Review Container Logs: High resource usage can sometimes be caused by application-level issues
like infinite loops or heavy computations. Check the logs of the container to see if there are any
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errors, warnings, or other messages that might indicate why the application is consuming excessive
resources.

docker logs <container_id>
3. Check the Application for Memory Leaks or Inefficiencies

e Memory Leaks: The most common cause of high memory usage is a memory leak in the application
running inside the container. If your container’s memory usage keeps increasing over time without
being released, it may be due to improper memory management in the application. You can use
debugging tools specific to your application (e.g., Java VisualVM, Node.js’s heapdump, etc.) to track
memory allocation and identify leaks.

o Inefficient Algorithms: The application may be running inefficient algorithms that use excessive
CPU or memory. Profile the application to identify any performance bottlenecks or areas where
resources are consumed unnecessarily.

4. Analyze CPU Usage

e Check Process-Level CPU Usage: If the container consumes too much CPU, you can look at the
specific processes inside the container to see which ones are consuming the most resources. Use
docker exec to enter the container and run commands like top or ps:
docker exec -it <container_id> top
Or:
docker exec -it <container_id> ps aux --sort=-%cpu

This will show you the processes that are using the most CPU inside the container.

¢ Use docker top: The docker top command can show you the list of running processes within a
container, similar to ps on Linux. You can identify which processes are consuming the most CPU.

docker top <container_id>
5. Check for Over-provisioned Resources

¢ Examine Container Resource Limits: If you are not specifying limits on CPU and memory resources,
the container might be consuming excessive resources. Docker allows you to set limits for CPU and
memory usage to prevent containers from over-consuming system resources. Check if the
container has resource limits set and adjust them accordingly.
You can set limits for a container by adding flags when running the container:

o Set memory limits with -m or --memory:
docker run-m 512m <image_name>

o Limit CPU usage with --cpus:

docker run --cpus="0.5" <image_name>
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6. Check for Excessive Logging or Output

o Excessive Log Generation: Some applications generate excessive logs, leading to high CPU or
memory usage. Review the log generation configuration in your application, and ensure logs are
rotated or handled appropriately to avoid consuming too much memory or CPU.

¢ Log Volume in Container: You can check how much space your logs are consuming using the
following command:

docker exec -it <container_id> du -sh /path/to/logs
7. Inspect Host Resource Constraints

e Check Host Resources: Ensure that the host machine itself has enough resources available. If the
host system is running out of CPU or memory, containers may also experience resource starvation.
Check the system's resource usage with tools like top or htop on the host:

top

¢ Docker Resource Allocation: In some cases, Docker might not have enough system resources
available. Make sure the Docker daemon is not constrained by the host's resource limits (e.g., the
system's memory or CPU allocation for Docker is limited).

8. Use Profiler Tools for Deep Inspection

e CPU Profiling: Tools like perf, strace, or gdb can be used to profile CPU usage in more detail. These
tools can help identify which functions or system calls are taking up the most CPU.

e Memory Profiling: If memory usage is the primary concern, use memory profiling tools like
valgrind, massif, or language-specific profilers (e.g., heapdump for Node.js, or jmap for Java) to
detect memory leaks or inefficient memory usage patterns.

9. Check for Docker Daemon or Kernel-Level Issues

e Docker Daemon Issues: Sometimes, Docker itself may have issues or bugs that cause resource
consumption. Check the logs of the Docker daemon (/var/log/docker.log) for any signs of trouble.

e Kernel Resource Limits: The kernel may impose limits on resource usage that can affect Docker
containers. You can check the kernel logs (/var/log/syslog or /var/log/messages) for any related
issues.

10. Run Containers with Debug Mode or Profilers

e For applications running inside containers, you can sometimes enable debugging or profiling mode,
which allows you to monitor resource usage in more detail from within the container. For example:
o Node.js: Use node --inspect to profile Node.js applications.
o Java: Use Java profiling tools like jvisualvm or jprofiler.
o Python: Use Python profiling tools like cProfile to detect resource hogs.

11. Scaling and Load Balancing
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Scale Containers: If your application’s resource usage is too high under load, consider scaling out by
running multiple instances of the container and distributing the load between them. Use Docker
Swarm or Kubernetes to handle automatic scaling of services.

Load Balancing: Use a load balancer to distribute requests more evenly across containers to
prevent any single container from being overwhelmed.

12. Check for Docker Updates

Docker Version: Ensure that you are using the latest stable version of Docker. Occasionally,
performance issues related to resource usage may be fixed in newer versions of Docker. You can
check for updates using your package manager or by visiting Docker's official website.

Summary of Troubleshooting Steps:

LNV EWNE

Monitor resource usage with docker stats to identify high CPU or memory usage.
Inspect logs to check for any application-level errors or resource hogging.

Look for memory leaks or inefficient algorithms in your application.

Check process-level CPU usage using docker exec and top or ps.

Ensure resource limits are set for CPU and memory.

Check for excessive logging that could impact resources.

Inspect host resources and verify the system is not resource-constrained.

Use profiler tools to drill down into resource usage (CPU and memory).

Check Docker daemon or kernel-level issues that could be impacting resource usage.

10 Scale or load balance the application to manage high demand more effectively.
11. Update Docker to the latest version for potential bug fixes or performance improvements.

What is the purpose of the docker events command, and how can it help with debugging?

The docker events command is used to monitor real-time events that occur in the Docker daemon. These
events include various actions and state changes related to containers, images, volumes, and networks,
such as starting, stopping, pausing, and removing containers, as well as pulling or pushing images.

Purpose of docker events Command:

1.

Real-time Event Monitoring: It provides a live stream of events happening within Docker. This is
useful for troubleshooting and monitoring Docker's behavior during development, debugging, or
production deployments.

Understanding Container Lifecycle: It helps track container lifecycle changes (e.g., container starts,
stops, restarts, crashes) and interactions with the Docker daemon.

Error Diagnosis: By examining events related to failed container starts, crashes, or other
disruptions, you can often find useful information that isn’t captured in logs alone.

Docker System Insights: It helps to gain insights into how Docker is managing system resources
(e.g., volume mounting, network creation, or container termination).

Key Events You Can Track:
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o Container Lifecycle: start, stop, die, pause, unpause, restart, kill
¢ Image Lifecycle: pull, push, tag, untag
¢ Volume Lifecycle: create, remove
¢ Network Lifecycle: create, connect, disconnect, remove
e Daemon Events: create, destroy, shutdown
How docker events Can Help with Debugging:
1. Identify Container State Changes: If a container is restarting or unexpectedly stopping, you can
track events like stop, die, or restart to find out when and why these actions occurred.
o Example:

docker events --filter 'event=die’

This will show events where containers have died, allowing you to correlate these events
with the times they failed.

2. Detect Resource Allocation Issues: Events related to container resource allocation (e.g., oom_Kkill
for out-of-memory kills) can help pinpoint issues with memory consumption.
o Example:
docker events --filter 'event=oom_kill'
This will show when a container was killed due to running out of memory.

3. Track Network Issues: If there are networking issues, such as containers failing to connect to one
another, events like connect or disconnect can reveal when containers were added to or removed
from networks.

o Example:
docker events --filter 'event=connect’

4. Image Pull Failures: If there are issues pulling images (due to authentication or network errors), the

pull event can help you identify when and why an image failed to pull.
o Example:
docker events --filter 'event=pull'

5. Correlating Multiple Issues: docker events can be used in combination with other Docker
commands (like docker logs or docker stats) to correlate system events with application logs and
resource usage statistics, providing a holistic view of the issue.

Example Usage:

1. Monitor All Events:

docker events

This will continuously output all events happening in the Docker system.

2. Filter Events for a Specific Container:

Page 119



Docker Guide

docker events --filter 'container=<container_name_or_id>'
This will show events specifically related to a given container.
3. Monitor for Specific Events: You can filter by event types, such as start, stop, restart, etc.
docker events --filter 'event=start’
4. Seta Time Duration for Events: You can limit the time window for event monitoring:
docker events --since '2024-12-01T00:00:00'
Summary:

The docker events command is an excellent tool for tracking real-time activity within the Docker
environment, helping to debug issues related to containers, images, networks, and volumes. It provides a
dynamic view of what happens inside Docker, making it easier to correlate events with failures,
misconfigurations, and other performance issues.

Explain the concept of immutable infrastructure and how Docker contributes to it.

Immutable Infrastructure is a concept in modern software development and operations where the
infrastructure (such as servers, virtual machines, or containers) is not modified after it is deployed. Instead,
any changes to the infrastructure (like updates, patches, or configuration changes) require the creation of
a new instance or version of the infrastructure. This approach contrasts with the traditional "mutable"
infrastructure, where systems are updated or modified after deployment, often leading to configuration
drift, inconsistent environments, and harder-to-troubleshoot issues.

Core Principles of Immutable Infrastructure

1. No In-Place Modifications: Once an environment or container is deployed, it remains unchanged. If
something needs to be updated (e.g., code, configuration), the entire environment is replaced with
a new version.

2. Versioned Infrastructure: Each version of the infrastructure is defined declaratively (often using
Infrastructure as Code, IaC). This versioning allows easy rollback to a previous state in case of
issues.

3. Reproducibility: The infrastructure is described and can be reproduced with the same
configuration. This ensures consistency across different environments (development, testing,
staging, production) and eliminates environment-related bugs.

4. Ephemeral Nature: The infrastructure is ephemeral, meaning that it is short-lived and disposable. If
an issue arises with a running instance, a new instance is created from the same configuration,
rather than trying to fix the existing one.

How Docker Contributes to Immutable Infrastructure

Docker is one of the key technologies that enables the concept of immutable infrastructure. Here's how
Docker fits into the immutable infrastructure paradigm:

Page 120



Docker Guide

1. Container Image Versioning

o Docker allows you to create container images, which are immutable by nature. Once a
container image is built, it does not change. If you need to modify the application or
environment, you create a new image and deploy it, rather than making changes to an
existing container.

o These images can be versioned with tags (e.g., myapp:vl, myapp:v2), ensuring that each
change is tracked and reproducible.

2. Declarative and Versioned Configuration

o Dockerfiles and configuration files (e.g., docker-compose.yml) describe the exact setup and
environment of the container. This ensures that every deployment is identical, whether in
development, testing, or production.

o By using these configuration files, you ensure that any containerized application is deployed
with the same environment, preventing issues like configuration drift.

3. Consistent and Reproducible Environments

o Docker containers encapsulate the application and all its dependencies, creating a portable
and consistent environment across different stages of development and production. As
containers are identical everywhere, you avoid "works on my machine" issues that arise
from configuration differences between environments.

4. Automation and CI/CD Pipelines

o Docker fits naturally into Continuous Integration and Continuous Deployment (Cl/CD)
workflows. When you push a change, Docker images are built and deployed automatically,
ensuring that the latest application version is running in the exact same environment.

o The automation of image creation and deployment ensures that you are always working
with a new, clean instance of the infrastructure instead of modifying an existing one.

5. Ephemeral Containers

o Containers are designed to be ephemeral, meaning they are temporary and disposable. If a
container becomes corrupted or needs an update, it is simply replaced with a new container
instance. This eliminates the need to patch or modify containers in place.

o Tools like Docker Compose or Kubernetes facilitate the automatic management of
container lifecycles, making it easy to replace outdated or problematic containers with new
ones.

6. Infrastructure as Code

o Docker enables infrastructure to be defined as code. The entire containerized environment
(images, networks, volumes, etc.) can be described in version-controlled files. This makes
infrastructure changes auditable and repeatable, ensuring that it can be reproduced exactly
in any environment.

7. Container Orchestration

o In production environments, container orchestration tools like Docker Swarm or
Kubernetes can be used to manage the deployment and scaling of containers. These
orchestration systems ensure that the desired state of the infrastructure is maintained, and
any discrepancies (e.g., a container failing health checks) result in the replacement of the
failed container with a new one, rather than trying to fix the existing one.

Benefits of Immutable Infrastructure with Docker

1. Predictability: Since containers are deployed from consistent images, you can be confident that
your applications will run the same way in different environments.

2. Reduced Risk of Configuration Drift: In mutable systems, manual changes can lead to inconsistent
configurations. Docker ensures that the exact same configuration is used every time.
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3. Easier Rollbacks: If an update to a containerized application fails, you can easily roll back to a
previous version by deploying the older container image, avoiding complex manual interventions.

4. Improved Security: Containers do not change after deployment, reducing the risk of unauthorized
changes or vulnerabilities being introduced over time.

5. Faster Recovery and Scaling: If a container fails or needs to be updated, it can be quickly replaced
with a fresh container from the latest image, ensuring minimal downtime.

6. Simplified Management: With immutable infrastructure, managing updates becomes a
straightforward process of replacing old containers with new ones, rather than applying patches or
manual changes.

Challenges of Immutable Infrastructure

e Resource Consumption: The need to frequently build and deploy new instances of containers
(rather than modifying existing ones) can lead to increased resource usage, especially in
environments with frequent updates.

o Stateful Applications: While Docker is great for stateless applications, managing stateful
applications with immutable infrastructure can be challenging, as you need to ensure that
persistent data is correctly handled (often via external storage solutions or volumes).

e Learning Curve: Embracing immutable infrastructure requires a shift in mindset and infrastructure
design, and there may be a learning curve for teams transitioning from traditional mutable systems.

What role does Docker play in a microservices architecture?

Docker plays a crucial role in microservices architecture by providing an isolated, consistent, and
lightweight environment for developing, deploying, and managing microservices. Microservices
architecture involves breaking down a large application into smaller, independent services that
communicate with each other through APIs, and Docker is an ideal tool for this because it simplifies the
deployment and management of these distributed services.

Here’s how Docker fits into a microservices architecture:

1. Isolation of Services

Docker containers provide process and file system isolation, ensuring that each microservice runs
independently. Each service can have its own dependencies, libraries, and environment configurations,
without interfering with other services. This isolation allows microservices to be deployed, scaled, and

updated independently.

¢ Benefit: Each microservice can be developed and deployed without worrying about compatibility or
conflicting dependencies with other services.

2. Consistency Across Environments
Docker containers encapsulate the application and its dependencies, ensuring that it runs consistently
across various environments (development, testing, staging, production). This "containerization" solves the

issue of "it works on my machine" because the same container image is used across all environments.

¢ Benefit: Microservices can be developed, tested, and deployed with confidence, knowing that the
environment is consistent throughout.
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3. Ease of Deployment and Scalability

Docker allows microservices to be packaged into containers and deployed in any environment that
supports Docker. Containers can be orchestrated using tools like Docker Compose (for local development)
or Kubernetes/Docker Swarm (for production) to handle container management, scaling, load balancing,
and service discovery.

o Benefit: Docker makes it easy to scale microservices independently by running multiple instances of
a container and managing them automatically.

4. Service Independence and Versioning

Docker enables each microservice to have its own container with a specific version of the code,
configuration, and dependencies. This ensures that microservices can evolve and be updated
independently of one another. New versions of a microservice can be deployed without affecting others,
and older versions can be kept for rollback purposes.

o Benefit: Microservices can evolve and be deployed independently, reducing downtime and
increasing agility in development and operations.

5. Simplified Dependency Management
In a microservices architecture, each service may require different technologies, libraries, or runtime
environments. Docker allows each service to include its own dependencies and runtime environment,

eliminating the need to worry about conflicts or compatibility with other services.

o Benefit: Dependencies are bundled with the microservice, avoiding version conflicts and ensuring
that services have everything they need to run properly.

6. Faster Development Cycle
Docker's rapid container startup time and the ability to quickly spin up multiple containers help speed up
the development and testing cycle. Developers can focus on building individual services without having to

worry about setting up complex infrastructure for each service.

¢ Benefit: Faster feedback during the development process, leading to more frequent releases and
quicker iterations.

7. Container Orchestration
In a microservices architecture, there can be numerous containers running across multiple hosts. Container
orchestration tools like Kubernetes or Docker Swarm help manage and automate the deployment, scaling,

and networking of Docker containers in production.

o Benefit: Orchestration tools ensure high availability, load balancing, service discovery, and
automated scaling of microservices, even as demand fluctuates.

8. Networking and Communication Between Microservices
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Docker provides several networking modes to enable communication between microservices, including
bridge, host, and overlay networks. This allows microservices to communicate securely and efficiently,
either within the same host or across multiple hosts in a distributed system.

o Benefit: Docker's networking capabilities make it easy to establish secure and reliable
communication channels between microservices.

9. Logging and Monitoring

Docker integrates easily with centralized logging and monitoring systems, allowing you to track the health
and performance of individual microservices. This is particularly useful in a microservices architecture,
where multiple services may be running simultaneously, and it's important to monitor each one for issues.

¢ Benefit: Docker simplifies the integration with logging and monitoring tools, enabling better
observability and quicker detection of problems in a microservices architecture.

10. Resource Efficiency

Docker containers are lightweight and consume fewer resources compared to traditional virtual machines,
allowing you to run more instances of microservices on the same infrastructure. This is especially
important in a microservices architecture where there may be many small services running concurrently.

o Benefit: Resource efficiency allows for better utilization of hardware resources, leading to lower
infrastructure costs.

11. CI/CD Pipeline Integration

Docker plays a key role in continuous integration (Cl) and continuous deployment (CD) pipelines. Docker
images can be built, tested, and deployed automatically, ensuring that the latest version of each
microservice is consistently deployed to production with minimal manual intervention.

e Benefit: Docker enables automated, reliable deployments, improving the agility and reliability of
the development lifecycle.

Summary of Docker’s Role in Microservices Architecture:

¢ lIsolation: Each microservice runs in its own container, ensuring process and file system isolation.

e Consistency: Docker containers provide a consistent environment across development, testing, and
production.

e Scalability: Docker makes it easy to scale individual microservices by adding more containers.

o Dependency Management: Each service includes its dependencies, ensuring that different services
can use different technology stacks.

e Speed: Docker’s lightweight nature speeds up the development and testing cycles, allowing for
quicker releases.

e Orchestration: Tools like Kubernetes and Docker Swarm help manage the complexity of running
multiple microservices in production.

¢ Networking: Docker provides network isolation and communication between microservices using
different networking modes.

¢ Resource Efficiency: Docker containers are more efficient than virtual machines, allowing you to
run more services with fewer resources.
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How do you use ARG and ENV in a Dockerfile, and what are the differences?

In a Dockerfile, the ARG and ENV instructions are both used to define variables, but they serve different
purposes and have distinct behaviors. Below is an explanation of each and the key differences:

1. ARG (Build-time variables)

e Purpose: The ARG instruction is used to define build-time variables. These variables are only
available during the build process and cannot be accessed after the image is built or in the
container runtime environment.

e Scope: ARG values are accessible only during the build phase and are not available once the image
is built and the container is running.

e Usage:

o You can define an ARG value in the Dockerfile and pass its value during the build with the --
build-arg flag.
o ARG can be assigned a default value or can be passed explicitly during the build.

Example of ARG usage:

# Define build-time argument with a default value
ARG VERSION=1.0

# Use the argument during the build

RUN echo "Building version SVERSION"

# Build with a specific value for VERSION
# docker build --build-arg VERSION=2.0 .

e When to use ARG:
o When you need to pass information to the build process that should not persist in the final
image.
o For example, specifying the version of a base image or build tools.

2. ENV (Runtime environment variables)

e Purpose: The ENV instruction is used to set environment variables in the container's runtime
environment. These variables will be available to any application running inside the container and
can persist across multiple container invocations.

e Scope: ENV values are available not only during the build process but also after the container is
created and running. They can be accessed by processes within the container.

e Usage:

o You can use ENV to define variables that your application needs while it’s running in the
container.

o These values can be modified in the container runtime by using docker exec or through
environment variable injection in orchestration systems like Kubernetes.

Example of ENV usage:

# Set environment variable
ENV APP_VERSION=1.0

# Access itin your app
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CMD echo "Running app version SAPP_VERSION"

¢ When to use ENV:
When you need to set configuration values, credentials, or other runtime parameters that

o

should persist after the image is built.

For example, setting environment variables for a web server (like database URL, secret keys,

etc.).

Key Differences between ARG and ENV:

Feature ARG ENV
Scope Available only at build-time. Available at both build-time and runtime.
A Can’t be accessed after theimageis ||[Can be accessed in the container after the image is
ccess
built. built.
Not visible in the final image layers
L o ) gelay Visible to all applications and processes inside the
Visibility (unless explicitly used in RUN . )
running container.
commands).
U Useful for build-time variables (e.g., ||Useful for runtime configuration (e.g., app
sage

version, build flags).

configuration, environment variables).

Persistence

Only during the build process.

Persists in the image and is available to the container
at runtime.

Default
Value

Can be set with a default value, which
can be overridden during build.

Can be set directly in the Dockerfile and overriddenin
the container runtime (e.g., via docker run -e or
orchestrator).

Example Combining ARG and ENV:

# ARG to define a version at build-time
ARG VERSION=1.0

# ENV to set a runtime environment variable
ENV APP_NAME="MyApp" \
APP_VERSION=$VERSION

# Using ENV in a command to start the container
CMD echo "Starting SAPP_NAME version SAPP_VERSION"

¢ Inthe example above:
VERSION is defined as a build-time argument and is passed during the build process.
APP_NAME and APP_VERSION are runtime environment variables set with the ENV
instruction, so they are available inside the container when it runs.

o

e}
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Summary:

e Use ARG for build-time variables that do not need to persist in the final image or the running
container.

e Use ENV for runtime environment variables that need to be available to processes running inside
the container, and that may be required for configuration at runtime.

What is the impact of the --rm flag when running a container?

The --rm flag in Docker is used to automatically remove a container once it stops running. When this flag is
specified, Docker ensures that the container is cleaned up, including its file system, when it terminates.

Impact of the --rm Flag:

1. Automatic Cleanup:
o With the --rm flag, once the container stops, Docker will automatically remove the container
along with any associated filesystem layers (e.g., temporary data), logs, and configurations.
o This helps prevent "stale" containers from accumulating on the host, which can free up disk
space.
2. Useful for Short-Lived Containers:
o Itis particularly helpful when running ephemeral or temporary containers, such as those
used for testing or CI/CD jobs.
o For example, if you're running a container for a single task (like running a test suite), it will
automatically be removed after the task completes without the need for manual cleanup.
3. No Persistence of Data:
o Since the container is removed once it stops, any data stored within the container's
filesystem will be lost unless it's stored in a volume or bind mount.
o For persistent data, you must ensure the application writes to volumes or bind mounts, not
to the container filesystem, otherwise the data will be lost when the container is removed.
4. Resource Management:
o The --rm flag can be helpful in managing system resources by ensuring that containers that
are no longer needed do not take up unnecessary disk space.
o Thisis especially important when running many short-lived containers in development,
testing, or batch processing environments.

Example Usage:
docker run --rm ubuntu echo "Hello, Docker!"
In this example:
e The container will run the echo "Hello, Docker!" command using the Ubuntu image.
e Once the command completes and the container stops, Docker will automatically remove the

container.

When to Use:
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e Testing and Temporary Tasks: If you're running containers for tasks like testing or temporary
computations, using --rm avoids cluttering the Docker host with stopped containers.

e CI/CD Pipelines: Containers used in Continuous Integration/Continuous Deployment (CI/CD)
pipelines typically don't need to persist after execution, so --rm ensures they're cleaned up
automatically after the task is completed.

o Batch Jobs: Containers used for batch jobs that do not require long-term storage or state
persistence can benefit from the automatic removal.

When Not to Use:

e Long-Running Containers: For containers that need to persist for extended periods (like services,
databases, or applications), using --rm is not appropriate, as you might accidentally remove the
container before it's supposed to be shut down.

o Debugging: If you're debugging a container and need to inspect it after it has stopped, you should
avoid using --rm so you can access the container's logs and filesystem.

What is a Docker security profile, and how do you implement it?

A Docker security profile refers to a set of security settings and configurations that govern the behavior of
containers, providing an additional layer of protection and reducing the risk of security vulnerabilities.
Docker security profiles help define access controls, resource limits, network isolation, and other security
mechanisms that restrict or control how containers interact with each other and the host system.

Types of Docker Security Profiles:

AppArmor (Linux)

SELinux (Linux)

Seccomp (Linux)

Docker Profiles (in Docker Enterprise)

PwnNe

Each of these security profiles enhances Docker container security by providing mechanisms to limit
container privileges, isolate containers, and protect both the containerized application and the host
system.

1. AppArmor
AppArmor is a Linux kernel security module that restricts the capabilities of programs based on a security
profile. With Docker, you can create an AppArmor profile to restrict the actions that a container can

perform, such as limiting access to the filesystem, network, and other resources.

How to implement:

o Docker uses a default AppArmor profile called docker-default that applies security constraints to all
containers.

¢ You can create a custom profile for specific containers by defining an AppArmor profile and
specifying it in the Docker run command.

Example:
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docker run --security-opt apparmor=profile_name my_container

e Tocreate a custom AppArmor profile, define the necessary security policies in a file and then load it
using apparmor_parser.

2. SELinux (Security-Enhanced Linux)
SELinux is another Linux security module that provides access control mechanisms for enforcing security
policies. It is more granular than AppArmor and allows containers to be confined within their own security

domains, preventing them from performing actions outside of their allowed set of operations.

How to implement:

e Docker supports SELinux policies to provide fine-grained access control.
e When SELinux is enabled, Docker uses labels to control access to container resources, ensuring
containers cannot access files and devices they are not authorized to use.
e You can set SELinux labels on containers and volumes using the --security-opt flag.
Example:
docker run --security-opt label:type:my_custom_label my_container
e Ensure SELinuxis enabled and configured on the host system. SELinux can be configured in modes
like enforcing, permissive, or disabled.
e Use semanage to manage SELinux contexts.
3. Seccomp (Secure Computing Mode)
Seccomp is a Linux kernel feature that restricts the system calls available to a container, limiting its attack
surface. By default, Docker uses a "default seccomp profile" that filters out potentially dangerous system

calls, providing a more secure environment for containers.

How to implement:

e Docker applies the default seccomp profile to containers automatically. However, you can create
custom seccomp profiles if you need finer control over which system calls are allowed.
e Use the --security-opt flag to specify a custom seccomp profile.
Example:
docker run --security-opt seccomp=/path/to/seccomp-profile.json my_container
e You can find the default seccomp profile used by Docker at /etc/docker/seccomp.json.
4. Docker Profiles (Enterprise Features)
Docker Enterprise Edition (EE) includes additional security features, such as the ability to define Docker
Profiles that manage container access controls. Profiles in Docker EE allow you to enforce different levels

of security and policies based on container roles, limiting access to resources like networks, volumes, or
system capabilities.
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How to implement:

o Docker EE provides tools to create profiles and apply them to containers, ensuring secure access
control and management across a multi-tenant environment.

e Use the Docker Enterprise Console or CLI to manage profiles and apply them to specific services or
containers.

Best Practices for Docker Security Profiles:

1. Limit Privileges: Apply the principle of least privilege to containers, limiting what they can access
and what actions they can perform on the host system.

o Use security profiles to restrict container access to sensitive files, devices, or network
interfaces.

2. Use Custom Security Profiles: While Docker comes with default security profiles, creating custom
profiles can offer better protection by restricting unnecessary capabilities and limiting access to
only essential resources.

3. Monitor and Audit Profiles: Regularly audit security profiles to ensure they are still appropriate for
the containers' needs. This helps mitigate the risk of privilege escalation or unauthorized access.

4. Enable SELinux or AppArmor on Host: Ensure that security modules like SELinux or AppArmor are
enabled and properly configured on the host system for maximum protection.

5. Avoid Privileged Mode: Running containers in privileged mode gives them access to all host
devices and capabilities, which can undermine the effectiveness of security profiles. Avoid using
privileged mode unless absolutely necessary.

6. Use Seccomp for Fine-Grained Control: Leverage seccomp to restrict system calls for containers,
limiting the potential attack surface.

Summary:

e Docker Security Profiles (AppArmor, SELinux, Seccomp) provide mechanisms to restrict container
behavior and enforce security policies.

e By using the --security-opt flag, you can apply these profiles to Docker containers, enhancing
security.

¢ Implementing these profiles allows you to minimize the risk of privilege escalation, unauthorized
access, and security vulnerabilities in your containerized applications.

What is the significance of .dockerignore, and how does it improve Docker builds?

The .dockerignore file plays a significant role in improving Docker builds by controlling which files and
directories should not be included in the Docker build context. This helps reduce the build context size,
improve build performance, and avoid unintentionally including sensitive or unnecessary files in the Docker
image.

Significance of .dockerignore

1. Improves Build Performance:
o When Docker builds an image, it first sends the entire build context (files and directories) to
the Docker daemon. If the context is large, it can significantly increase build time, as Docker
has to send a lot of unnecessary data.
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o By using a .dockerignore file, you can exclude files and directories that aren't needed in the
Docker image, reducing the context size. This leads to faster builds, as Docker won't have to
transfer and process unnecessary files.

2. Reduces Docker Image Size:

o Some files, like development tools, test data, or build artifacts, are not needed in the final
image. Excluding these from the build context ensures they are not added to the image,
keeping it lean and efficient.

3. Security:

o The .dockerignore file helps prevent sensitive files (like configuration files containing
passwords, API keys, or private data) from being accidentally included in the Docker image
and pushed to a public or private registry.

o Thisis especially important in a CI/CD pipeline where the Docker image is built
automatically, and there’s a risk of exposing sensitive information.

4. Optimizes Caching:

o Docker uses a layer caching mechanism during builds to speed up subsequent builds. If
unnecessary files are included in the build context, Docker might invalidate the cache more
frequently, causing redundant rebuilds.

o By excluding unnecessary files, Docker can better utilize its cache and only rebuild the parts
of the image that actually need to change.

How .dockerignore Improves Docker Builds

1. Reduces Context Size: By excluding files like logs, temporary files, or compiled binaries, you reduce
the size of the context that Docker needs to process. This leads to faster image builds and more
efficient handling of files.

2. Speeds Up Transfer: When you build the image on a remote Docker daemon (e.g., in a CI/CD
pipeline or on Docker Hub), the build context is transferred over the network. A smaller context
reduces the time it takes to upload, making the build process faster.

3. Prevents Unwanted Files in the Image: You can prevent certain files from being added to the
image, which helps keep the image cleaner and smaller. For example, excluding test files or build
logs that aren’t needed for running the application.

4. Improves Security: By using .dockerignore to exclude sensitive files (like .env, .git directories, and
SSH keys), you minimize the chances of inadvertently including them in the image.

Example .dockerignore File:

# Ignore files and directories that are not needed
.git

node_modules

*log

*.md

test/

Dockerfile

*.swp

# Ignore environment configuration files containing sensitive information
.env

* pem

* key
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Key Points for .dockerignore:

e Syntax: The syntax is similar to .gitignore, where you specify patterns to match files and directories
that should be excluded.

o Efficiency: The more precise you are with the patterns (e.g., excluding only the necessary files), the
better it is for performance.

o Priority: .dockerignore takes priority over .gitignore. Files ignored by .gitignore might still be
included unless they are explicitly excluded in .dockerignore.

Conclusion

The .dockerignore file is essential for optimizing Docker builds by reducing context size, improving caching,
preventing unnecessary files from entering the image, and enhancing security. Proper use of .dockerignore
can significantly improve build performance, reduce image size, and ensure that sensitive or irrelevant files
are not included in your Docker images.

How do you debug performance issues in a Docker container?
Debugging performance issues in a Docker container requires identifying the root cause by analyzing the
container's resource usage, application behavior, and interactions with the host system or other
containers. Below are systematic steps and tools to help debug such issues:
1. Monitor Resource Usage
¢ Inspect CPU, memory, network, and disk usage:
docker stats
o Check for high CPU or memory usage.
o Look for abnormal I/O or network activity.
e Tool Recommendation:
o Use tools like cAdvisor, Prometheus, or Grafana for real-time and historical monitoring.
2. Analyze Application Logs
e Check logs for errors or warnings:

docker logs <container_name>

o Look for stack traces, timeouts, or resource exhaustion messages.
o Redirect logs for deeper analysis:
o Forward logs to a centralized logging system (e.g., Elasticsearch, Fluentd, Kibana (EFK)

stack).

3. Use Container-Specific Debugging Tools

¢ Enter the container for direct inspection:
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docker exec -it <container_name> /bin/bash
o Check running processes using top or htop.
o Inspect open files and network connections using Isof or netstat.
¢ Inspect file system usage:
du -sh /path/to/directory
4. Check Container Configuration
¢ Inspect runtime settings:
docker inspect <container_name>
o Verify CPU and memory limits (--cpus, --memory).
o Check environment variables for misconfiguration.
e Validate resource allocation:
o Ensure the host has sufficient resources for all running containers.
5. Analyze Network Performance
e Inspect network usage:

docker network inspect <network_name>

o Look for network bottlenecks or high traffic volumes.
e Use network debugging tools:

o Use tcpdump or wireshark for packet analysis.

o Test connectivity with curl or ping.

6. Profile the Application

¢ Profile CPU and memory usage within the container:
o Use language-specific profiling tools (e.g., py-spy for Python, jstack for Java).
o Run application performance profilers like New Relic, Dynatrace, or AppDynamics.
¢ Inspect application metrics:
o Expose metrics using libraries like Prometheus exporters (e.g., Prometheus JMX exporter for
Java apps).

7. Check Image and Layer Efficiency
o Identify issues with the Docker image:
docker history <image_name>
o Look for bloated layers or redundant commands.
¢ Optimize image size:
o Use smaller base images like alpine.

o Remove unnecessary files and dependencies.

8. Monitor Disk I/O and Storage
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¢ Inspect disk usage:
docker system df

o Check if unused images, volumes, or containers are consuming storage.
e Clean up unused resources:

docker system prune

e Use I/O monitoring tools:
o Tools like iotop or dstat can provide insights into disk activity.

9. Debug Container Startup Time
e Analyze startup delays:
o Check for lengthy initialization scripts or dependency loading.
o Use Docker's --init flag to avoid zombie processes.
e Enable BuildKit for faster builds:
DOCKER_BUILDKIT=1 docker build .
10. Isolate the Problem
o Test the application outside the container:
o Run the application directly on the host to identify whether the issue is container-specific.
e Use a fresh container instance:

docker run --rm <image_name>

o Verify if the problem persists with a clean environment.

11. Trace System Calls
¢ Inspect low-level behavior:
strace -p S(pgrep <process_name>)
o Identify slow system calls or excessive resource contention.
¢ Use debugging tools like perf or ebpf:
o Trace kernel-level activity and performance bottlenecks.
12. Validate External Dependencies
e Check database or API performance:
o Test latency and throughput for connected services.

o Mock dependencies to isolate application issues.

13. Experiment with Resource Limits
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¢ Adjust CPU and memory allocation:
docker run --cpus="1.5" --memory="512m" <image_name>
o Observe how the container performs with different limits.
14. Debug Multi-Container Environments

¢ Inspect service dependencies in Docker Compose or Swarm:

o Verify container interdependencies and startup order.

o Use health checks to ensure readiness before establishing connections.
e Check container logs for communication issues:

docker-compose logs
15. Use Advanced Performance Debugging Tools

e Tools:
o sysdig: Analyze container resource usage and application behavior.
o weave scope: Visualize container metrics and network activity.
o datadog: Monitor container and host performance metrics.

By systematically applying these techniques and tools, you can effectively identify and resolve
performance issues in Docker containers.

What happens when you run a container without specifying a CMD or ENTRYPOINT in the
Dockerfile?

When you run a Docker container without specifying a CMD or ENTRYPOINT in the Dockerfile, the
container's behavior depends on the specific circumstances and commands used at runtime. Here's a
detailed breakdown:

1. Default Behavior

e If neither CMD nor ENTRYPOINT is specified in the Dockerfile:
o Docker uses the default command defined in the base image.
o Most base images like ubuntu or alpine set a default command (e.g., /bin/sh or /bin/bash)
to keep the container alive interactively.
o Ifthe base image does not have a default command, the container will fail to start,
producing an error like:

Error: No command specified

Example:

FROM ubuntu

Running the resulting image:
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docker run my-ubuntu-image
This will execute /bin/bash (the default command for the ubuntu image).

2. Runtime Override

e You can provide a command to override the missing CMD or ENTRYPOINT during runtime:

docker run my-image echo "Hello, World!"
In this case, echo "Hello, World!" becomes the default command.
3. Container Exit

e Ifthereis no default command in the base image and no runtime command is provided, the
container will:

o Start.
o Immediately exit because there is nothing to execute.

Best Practices

1. Always Define a CMD or ENTRYPOINT:
o Ensure the container has a meaningful default behavior.
o Example:

FROM ubuntu
CMD ["echo", "This is a fallback command"]

2. Use CMD for Defaults and ENTRYPOINT for Specific Commands:
o CMD acts as the default if no command is provided at runtime.
o ENTRYPOINT defines the container's main process and is less likely to be overridden.

Key Differences with CMD and ENTRYPOINT

Feature CMD ENTRYPOINT

Purpose Sets a default command. Defines the container's main executable.

Overridable ||Yes (via runtime command). ||Partial or No (depending on ENTRYPOINT type).

Typical Usage||Providing default arguments.||Setting the main process (e.g., web server).

By defining at least a CMD or ENTRYPOINT, you ensure that your container always has a clear purpose and
avoids unexpected failures due to missing commands.
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How can you override the default CMD defined in a Dockerfile when running a container?

You can override the default CMD defined in a Dockerfile by specifying a command and/or arguments
when running a container using the docker run command. Here’s how you can do it:

1. Override CMD with a Command

If the Dockerfile contains a default CMD, you can replace it by providing a new command after the image
name in the docker run command.

Example: Dockerfile:

CMD ["echo", "Hello, World!"]

Running a container with a new command:

docker run <image_name> echo "Goodbye, World!"
Output:

Goodbye, World!

2. Override CMD with Arguments

If the Dockerfile defines a CMD as an executable and you only want to override its arguments, this
approach works if CMD is combined with an ENTRYPOINT.

Dockerfile:

ENTRYPOINT ["echo"]
CMD ["Hello, World!"]

Running a container with new arguments:
docker run <image_name> "Goodbye, World!"
Output:

Goodbye, World!

In this setup:

e ENTRYPOINT defines the base command (echo).
e CMD provides default arguments (Hello, World!), which are overridden by docker run.

3. Override Both ENTRYPOINT and CMD

If both ENTRYPOINT and CMD are set in the Dockerfile and you want to override both, use the --entrypoint
flag.

Dockerfile:
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ENTRYPOINT ["echo"]
CMD ["Hello, World!"]

Running a container with a completely new command:
docker run --entrypoint /bin/bash <image_name>-c"lIs -I"
Output:

(Shows the result of the 'Is -I' command in the container)

Key Differences Between CMD and ENTRYPOINT

1. CMD:

o Defines the default command and arguments for the container.

o Canbe entirely replaced by the command provided in docker run.
2. ENTRYPOINT:

o Defines the base command that is always executed.

o Canonly be replaced by the --entrypoint flag in docker run.

How do you troubleshoot a Docker container that crashes immediately after starting?
When a Docker container crashes immediately after starting, there can be several potential causes.
Troubleshooting involves systematically checking various aspects of the container's environment,

configuration, and application logs. Here’s a step-by-step guide on how to troubleshoot a Docker container
that crashes immediately after starting:

1. Check the Container Logs

The first step is to examine the container's logs to identify any errors or messages that can provide insights
into why the container is crashing.

Use docker logs to view container logs:

docker logs <container_name_or_id>

e Look for any error messages, stack traces, or warnings that can explain the failure.
e If the container was running briefly before crashing, the logs should provide a clue.

If the container is exiting quickly, you can use the --tail option to limit the output or --follow to watch the
logs live:

docker logs --tail 100 <container_name_or_id> # View last 100 log lines
docker logs -f <container_name_or_id> # Follow logs

2. Check Docker's Exit Code

Docker containers that exit abruptly often return an exit code that can help identify the cause.
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Use docker inspect to check the exit code:

docker inspect --format '{{.State.ExitCode}}' <container_name_or_id>

e An exit code of 0 typically means the container stopped successfully, but a non-zero exit code
usually indicates an error.

e Common exit codes include:

1: General error (e.g., bad command or application error)

137: Container was terminated due to out-of-memory (OOM) issues

139: Segmentation fault

255: Application-specific error

o O O O

If the exit code suggests a failure, check for memory issues or application-specific errors.
3. Inspect the Dockerfile and Configuration
The issue might lie in the Dockerfile or the container configuration:

e CMD or ENTRYPOINT: Ensure that the CMD or ENTRYPOINT in your Dockerfile is correct and that
the specified command runs as expected.

¢ Environment Variables: Verify that all necessary environment variables are properly set. Missing or
incorrect environment variables can cause the application to fail at startup.

o Example: If your application requires a database connection string, make sure the variable is
set.

¢ Volumes and Mounts: Check if volumes or bind mounts are correctly configured and accessible.

Missing files or directories can cause the application to fail.

4. Verify Resource Allocation

The container may be crashing due to insufficient resources, such as memory or CPU. This is common
when the application tries to allocate more resources than what is available in the container.

Check resource usage:

¢ Memory issues: Containers that consume too much memory might be killed with an exit code 137.
e Use docker stats to monitor container resource usage:

docker stats <container_name_or_id>

Adjust resource limits:

If your application requires more resources, increase the allocated memory or CPU limits using docker run
or Docker Compose.

Example for increasing memory:
docker run --memory="1g" mycontainer

5. Test the Application Outside Docker
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If the container crashes immediately after starting, it's important to check if the application itself works as
expected outside of the container:

e Run the application on your local machine (outside Docker) and check if it crashes or has issues.
o If the application works outside the container but fails inside, the issue might be with how the
Docker environment is set up (e.g., missing dependencies, incorrect configurations).

6. Check the Docker Daemon Logs

If you're unable to determine the cause using docker logs, you can check Docker daemon logs for more
details on what happened.

On Linux:

e Docker daemon logs can be found in /var/log/syslog or /var/log/messages, depending on your
distribution.

journalctl -u docker

On Windows and macOS:

e You can access Docker Desktop logs through the application interface under the Troubleshoot
section.

Look for any warnings or errors in the daemon logs that might provide additional context for why the
container is failing.

7. Use Interactive Mode for Debugging

Sometimes, running the container in interactive mode can help isolate the problem. This way, you can
manually start the application and observe its behavior.

Run the container with an interactive shell:
docker run -it --entrypoint /bin/bash mycontainer

This will allow you to start the container without triggering the default CMD or ENTRYPOINT and manually
run commands to debug.

8. Check Dependencies and Networking

The container might depend on external resources, such as databases, APIs, or other services, which could
be unavailable or misconfigured. Common issues include:

o Database Connections: Ensure that any required databases or external services are running and
accessible. Missing database connections or incorrect credentials can cause the application to fail.

¢ Network Issues: If the container relies on network connections (e.g., APls, external services), make
sure the networking mode is properly set (e.g., bridge, host, overlay) and the container has access
to the required networks.
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9. Try a Different Base Image

If the issue persists and the application is complex, there might be an issue with the base image. Try using a
different version of the base image or a more specific image.

o For example, if you're using ubuntu, try switching to an alpine or debian image to check for issues
related to the base image.

10. Use Docker's Debugging Tools
Docker provides several debugging tools and flags that can help troubleshoot issues:

e docker exec: Run commands inside a running container to diagnose issues (if the container is not
crashing immediately).

docker exec -it <container_name_or_id> /bin/bash

e --log-driver: Configure Docker to use a different logging driver (e.g., json-file, syslog) to capture
more verbose logs.

11. Rebuild the Container

Sometimes, rebuilding the container can resolve issues, especially if there were problems during the build
process (e.g., missing dependencies, build steps failing silently).

docker build --no-cache -t mycontainer .
docker run mycontainer

This forces Docker to rebuild the image from scratch, bypassing any cached layers that might be causing
the issue.

Summary of Steps:

1. Check container logs (docker logs) for error messages.

Inspect the exit code using docker inspect for insights into the failure.
Review the Dockerfile and ensure correct configuration for CMD, ENTRYPOINT, environment
variables, and volumes.

Monitor resource usage with docker stats to identify memory or CPU issues.
Test the application outside of Docker to ensure it works properly.

Examine Docker daemon logs for additional details.

Run in interactive mode with /bin/bash to debug manually.

Check dependencies like databases or APIs to ensure they are accessible.
Try a different base image to rule out issues with the base image.

10 Use Docker debugging tools like docker exec and logging drivers.

11. Rebuild the container to fix potential build-related issues.

w N

LN U A
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What is the purpose of the docker inspect command, and how can it help in debugging?

The docker inspect command provides detailed information about Docker containers, images, volumes,
networks, and other Docker objects. It retrieves low-level information in JSON format, which can be used
for debugging, troubleshooting, and understanding the configuration and state of Docker resources.

Purpose of docker inspect

e Inspect Container/Service Configuration: docker inspect shows configuration details like
environment variables, volumes, network settings, ports, and more, allowing you to verify the
correct settings.

e Check Container State: It provides information about the container's current state, including its exit
code, whether it's running or stopped, and the container's restart policy.

e Inspect Logs and Errors: It reveals information that might indicate why a container stopped or
failed (e.g., exit codes, error messages, command execution details).

¢ Debug Networking and Volumes: You can use docker inspect to check the container's network
settings, volumes, and mounts, which can be helpful if there are connectivity or data persistence
issues.

Key Uses in Debugging:

1. Check Container State and Exit Code: If a container is crashing or stopped, you can use docker
inspect to find out why by looking at the container's exit code and state.

docker inspect --format '{{.State.ExitCode}}' <container_name_or_id>
docker inspect <container_name_or_id>

o The exit code helps identify the cause of a crash (e.g., 137 for OOM errors, 1 for general
failures, O for successful exits).
o The State section provides details about the container's lifecycle (e.g., whether it's running,
stopped, or restarted).
2. Review Environment Variables: Missing or incorrect environment variables can cause a container
to fail. Use docker inspect to review the environment settings.

docker inspect --format '{{range .Config.Env}}{{printin .}}{{end}}' <container_name_or_id>

3. Examine Container Logs: By inspecting the LogPath, you can locate where the container's logs are
stored. This is helpful when the application inside the container is failing and you need to access
logs that aren't printed to the standard output.

docker inspect --format '{{.LogPath}}' <container_name_or_id>

4. Inspect Mounts and Volumes: If a container is relying on volumes or bind mounts, you can verify
that the correct mounts are configured and that the paths are accessible.

docker inspect --format '{{json .Mounts}}' <container_name_or_id>

This will display information about the volumes, bind mounts, and their paths.
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5. Network Configuration: If the container is experiencing networking issues (e.g., unable to reach
external services or other containers), inspect the container's network settings to ensure it is
attached to the correct networks and has the right IP address.

docker inspect --format '{{json .NetworkSettings.Networks}}' <container_name_or_id>

6. Check for Restart Policy: If a container is restarting unexpectedly, you can check its restart policy
configuration to understand the behavior.

docker inspect --format '{{.HostConfig.RestartPolicy}}' <container_name_or_id>

7. Resource Limits: Inspect the resource limits, such as memory and CPU constraints, to verify if the
container is being limited in any way that might affect its performance.

docker inspect --format '{{.HostConfig.Memory}}' <container_name_or_id>

8. Container Command and Arguments: Sometimes the issue lies in how the container was started.
You can check the exact command and arguments used to start the container by inspecting the
Cmd and Entrypoint settings.

docker inspect --format '{{.Config.Cmd}}' <container_name_or_id>
docker inspect --format '{{.Config.Entrypoint}}' <container_name_or_id>

Example of Full Inspection:

For a full inspection of a container, which includes all the details about its state, configuration, networking,
mounts, and more, simply use:

docker inspect <container_name_or_id>

This will output a JSON object with all the configuration details. You can then search through this output
for any anomalies, misconfigurations, or issues.

Conclusion:

The docker inspect command is a powerful tool for debugging because it provides comprehensive details
about the configuration, state, environment, and performance of Docker containers, images, and other
objects. By using it, you can track down the root cause of container failures, misconfigurations, and
networking issues, helping you resolve problems more efficiently.

Explain the role of the container runtime interface (CRI) in Docker.

The Container Runtime Interface (CRI) is a key component in the Kubernetes ecosystem, providing a
standardized interface between Kubernetes and container runtimes (like Docker, containerd, etc.). While
Docker is a widely used container runtime, the CRI was introduced to decouple Kubernetes from Docker as
a container runtime, allowing Kubernetes to work with different container runtimes that implement the
CRI specification.

Page 143



Docker Guide

Role of CRI in Docker:

In the context of Docker, the CRI provides a way for Kubernetes to interact with Docker's container engine
to manage the lifecycle of containers. Although Kubernetes originally used Docker as its container runtime,
it doesn’t interact with Docker directly; instead, Kubernetes uses a container runtime that implements the
CRI. For Kubernetes to manage containers on nodes, it relies on a container runtime that implements the
CRI specification.

Docker's container runtime (called dockershim) was once the primary container runtime used by
Kubernetes, allowing Kubernetes to communicate with Docker through the CRI. However, Kubernetes has
deprecated dockershim in favor of containerd and other runtimes that implement the CRI.

Key Components of the CRI:

1. kubelet: The Kubernetes node agent that manages containers on each node. The kubelet uses the
CRI to interact with the container runtime and manage the lifecycle of containers, including
starting, stopping, and monitoring containers.

2. Container Runtime: The software that manages the container lifecycle, including pulling images,
starting and stopping containers, and managing resources. Docker is one such runtime, but
Kubernetes can use other runtimes like containerd, CRI-O, etc., as long as they implement the CRI.

3. Container Runtime Interface (CRI): The API that defines the interaction between Kubernetes and
container runtimes. This interface standardizes the way Kubernetes interacts with the container
runtime, ensuring Kubernetes can manage containers across different runtimes without changing
its internal logic.

Key Functions of the CRI:

o Image Management: The CRI allows Kubernetes to interact with the container runtime to pull
container images from registries and manage the image cache on the node.

¢ Container Lifecycle Management: CRI provides a standardized way for Kubernetes to manage the
lifecycle of containers, such as creating, starting, stopping, and deleting containers.

¢ Container Logging: The CRI enables Kubernetes to gather logs from containers for monitoring and
debugging purposes.

e Resource Management: The CRI provides interfaces for managing the resources (CPU, memory,
etc.) allocated to containers, enabling Kubernetes to enforce resource limits and requests.

e Pod Management: The CRI allows Kubernetes to manage pods, which are groups of one or more
containers that share resources, networking, and storage.

CRI and Docker:

¢ When Kubernetes was first integrated with Docker, the communication between the kubelet and
Docker was done through the dockershim component, which acted as an adapter between the
Kubernetes CRI and Docker's API.

o Docker itself did not natively expose the CRI, so the dockershim provided this bridge.

e The dockershim was deprecated in Kubernetes 1.20 and removed in Kubernetes 1.24. After this
removal, Kubernetes relies on container runtimes like containerd or CRI-O that natively implement
the CRI, while Docker's role in Kubernetes as the runtime has been largely replaced by containerd.

Docker's CRI Implementation (dockershim):
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o dockershim was a component of Kubernetes that allowed Kubernetes to use Docker as a container

runtime. It was an implementation of the CRI for Docker, enabling Kubernetes to manage
containers via Docker.

o It exposed Docker’s container engine API to Kubernetes in a way that conformed to the CRI

specifications, which allowed Kubernetes to control Docker containers as part of Kubernetes-
managed workloads.

e With Kubernetes moving away from dockershim, the containerd runtime is now the preferred
option, and Kubernetes uses containerd’s native CRI implementation.

Transition from Docker to containerd:

e containerd is a core component of Docker that manages container lifecycles. When Kubernetes

deprecated dockershim, the move was toward runtimes like containerd that directly implement the
CRI.

¢ Since Docker contains containerd as its core container runtime, when Kubernetes uses containerd,
it is essentially utilizing the underlying components of Docker without needing Docker itself.

Summary of CRI’s Role in Docker:

e The CRlis an APl standard that allows Kubernetes to interact with container runtimes, including
Docker, to manage container lifecycles.

o Docker's dockershim implementation once allowed Kubernetes to use Docker as a runtime, but it
has been deprecated in favor of runtimes like containerd and CRI-O.

e Kubernetes now prefers containerd as a container runtime because it is a more focused and

lightweight runtime that implements the CRI natively, while Docker's functionality has been split
between Docker itself and containerd.

What is the Docker container lifecycle?

The Docker container lifecycle represents the series of states a container goes through, from creation to
removal. Understanding this lifecycle helps manage containers effectively and troubleshoot issues.

Docker Container Lifecycle Phases

1. Created
State: The container has been created but is not running yet.
How it Happens:
A container is in the Created state immediately after running docker create.

Transition: Move to Running by starting the container.

Command:

docker create <image-name>
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Example:
docker create nginx
2. Running
State: The container is active and its application or process is running.
How it Happens:
Start the container using docker start or docker run.
Commands:

docker run <image-name>
docker start <container-id-or-name>

Transition:
Stops when the container process ends or is manually stopped using docker stop.

3. Paused (Optional State)

State: The container’s processes are paused, typically to save resources.
How it Happens:

Manually pause the container using docker pause.
Commands:

docker pause <container-id-or-name>
docker unpause <container-id-or-name>

Transition:
Resume to Running by unpausing the container.

4. Stopped (or Exited)

State: The container is no longer running but exists on the system.
How it Happens:

The container stops automatically when the process exits or manually with docker stop or
docker kill.

Commands:

docker stop <container-id-or-name>
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docker kill <container-id-or-name>
Transition:
Restart to Running using docker start.
Delete to move to Deleted.

5. Deleted (Removed)

State: The container is permanently deleted from the system, along with its metadata.
How it Happens:

Manually delete the container using docker rm.
Commands:

docker rm <container-id-or-name>
docker container prune

Irreversible: Once deleted, the container cannot be recovered.

Lifecycle Transitions

Action || From To Command
Create |IN/A Created ||docker create <image-name>
Run N/A Running||docker run <image-name>
Start Created |[Running|/docker start <container-id-or-name>
Stop Running||Stopped||docker stop <container-id-or-name>
Kill Running||Stopped||docker kill <container-id-or-name>

Pause [[Running||Paused |/docker pause <container-id-or-name>

Unpause||Paused ||[Running|/docker unpause <container-id-or-name>

Restart [|Stopped|Running||docker start <container-id-or-name>

Remove [|Any Deleted ||docker rm <container-id-or-name>

Lifecycle Commands

Page 147



Docker Guide

Create and Run:
docker run -d --name my-app nginx
Start and Stop:

docker start my-app
docker stop my-app

Pause and Unpause:

docker pause my-app
docker unpause my-app

Remove:

docker rm my-app

Visualization

[Created] = [Running] = [Paused] = [Running] = [Stopped] = [Deleted]

Key Notes
Running State: This is the active operational phase of the container.
Stopped Containers: Can be restarted unless explicitly removed.
Deleted Containers: Cannot be recovered; their data and configurations are lost.

Paused State: Useful for temporarily halting resource usage without stopping the container.

What are some common errors that can occur during the Docker build process?

During the Docker build process, several common errors can occur. These errors typically result from
mistakes in the Dockerfile, incorrect setup, or issues with the system environment. Below are some
common errors you may encounter, along with explanations and solutions:

1. "No such file or directory" (COPY/ADD)

Error message: COPY failed: stat /var/lib/docker/...: no such file or directory

Cause: This error occurs when the COPY or ADD instruction refers to a file or directory that doesn’t
exist in the build context.

Solution:
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Ensure that the file or directory exists in the same directory where you're running the docker
build command (build context).

Check the paths for correctness in the Dockerfile.
Remember that Docker can't access files outside the build context directory.
2. "Permission Denied" (RUN or COPY)
Error message: chmod: changing permissions of '/path/to/file': Permission denied

Cause: This error occurs when a command tries to access or modify a file but doesn't have the required
permissions.

Solution:
Verify the user permissions on the file or directory.

Use USER to switch to a different user or ensure the correct permissions are set using RUN
chmod or RUN chown.

Use the correct file paths and make sure they are accessible.
3. "Failed to fetch" or "Could not resolve" (Network issues)

Error message: E: Failed to fetch
http://archive.ubuntu.com/ubuntu/pool/main/a/apt/apt_1.8.2~ubuntul.2_amd64.deb

Cause: This error is caused by network issues, such as the inability to connect to external repositories
or a misconfigured proxy.

Solution:

Make sure that Docker has access to the internet. Check if you need to configure proxies or DNS
settings.

Verify if the network is down or blocked by firewalls.
4. "Command Not Found" (RUN instructions)
Error message: sh: <command>: not found

Cause: This error occurs when the Docker image does not have the necessary software installed for a
specific command (e.g., missing package or tool).

Solution:
Ensure that you’re installing the necessary packages or software before using them.

Add the appropriate RUN instructions to install dependencies (e.g., RUN apt-get update && apt-
get install -y <package>).
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5. "Layer already exists" (Caching Issues)
Error message: The layer with ID <ID> already exists

Cause: Docker uses layers to cache intermediate images. This error may occur if Docker tries to reuse
an old layer, causing conflicts with new layers.

Solution:
Use the --no-cache flag to force Docker to rebuild all layers from scratch:
docker build --no-cache -t myimage .
6. "Invalid instruction" or "Unknown instruction"
Error message: Unknown instruction: <instruction>
Cause: This error occurs if a Dockerfile contains an invalid instruction or a typo.
Solution:
Check for typos in Dockerfile instructions (e.g., RUN, COPY, ADD, etc.).
Ensure you’re using the correct syntax and instructions for the Dockerfile.
7. "Exceeds Disk Space" or "No space left on device"
Error message: Error response from daemon: No space left on device

Cause: This error occurs when the Docker daemon runs out of disk space while building the image,
particularly when creating layers or storing images.

Solution:
Free up disk space on the host machine by removing unused Docker images and containers:
docker system prune -a
Increase available disk space on the system where Docker is running.
8. "Conflict with existing container"
Error message: Conflict. The container name "/container_name" is already in use by container ...
Cause: This error happens when you try to create a new container with a name that’s already in use.
Solution:
Either stop and remove the existing container or use a different name for the new container:

docker rm -f <container_name>
I ——
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9. "Incorrect Architecture"
Error message: error: exec format error

Cause: This occurs when the base image or binaries within the image are not compatible with the
system architecture. For example, building an ARM-based image on an x86_64 machine.

Solution:
Use the --platform flag to specify the target architecture during the build:
docker build --platform linux/amd64 -t myimage .
Use multi-platform images or build on the correct architecture.
10. "Build failed: no such file or directory" (Multistage builds)
Error message: COPY failed: no such file or directory

Cause: In multi-stage builds, the error can occur if a file or directory you want to copy from a previous
build stage doesn’t exist.

Solution:
Make sure the files or directories you're copying from previous stages actually exist.
Verify that the source file paths in the COPY instruction are correct.
11. "Timeout or Deadlock"
Error message: docker: Error response from daemon: Get <URL>: dial tcp <IP>: i/o timeout

Cause: This error is related to network timeouts, often when pulling base images or dependencies from
a remote repository.

Solution:
Check your network connection, and ensure there’s no issue with DNS resolution.
Retry the build or use a mirror for the repository.
12. "No matching manifest" (Platform-specific Images)
Error message: no matching manifest for linux/amd64 in the manifest list entries

Cause: This occurs when Docker cannot find an image that matches the requested platform
architecture.

Solution:
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Ensure that the image supports the architecture you are targeting, and use the --platform flag
to specify the correct platform.

Verify that the image you're trying to use is available for the specified platform.
13. "EntryPoint or CMD issue" (Incorrect Execution)
Error message: docker: Error response from daemon: OCI runtime create failed

Cause: This issue can occur if the ENTRYPOINT or CMD in the Dockerfile is incorrectly specified, leading
to the container failing to start.

Solution:
Double-check the syntax of the ENTRYPOINT and CMD instructions.

Ensure that the command or executable referenced in these instructions exists and is
executable.

14. "Out of Memory" (Resource Constraints)
Error message: docker: Error response from daemon: Cannot allocate memory
Cause: This error happens when the Docker build process exceeds the available memory of the system.
Solution:
Monitor system memory usage and ensure that Docker has sufficient resources.

Allocate more memory to Docker, especially if building large images or running resource-
intensive builds.

Conclusion:

Common errors during the Docker build process can stem from various issues such as missing files,
network problems, permission issues, misconfigured instructions, and resource constraints. By carefully
reviewing error messages, checking Dockerfile syntax, and ensuring the build context and dependencies
are correct, you can resolve these errors effectively. Additionally, using Docker’s debugging tools like --no-
cache, docker history, and docker logs can help identify and fix issues during the build process.

Page 152



Docker Guide

Summary of Common Security Risks in Dockerfiles:
Running as root: Always create and use a non-root user.
Exposing unnecessary ports: Only expose essential ports.
Hardcoding sensitive information: Use environment variables or Docker secrets.
Using outdated base images: Regularly update base images and scan for vulnerabilities.
Improper file permissions: Set appropriate file permissions.
Insecure dependencies: Use exact versions and scan dependencies.
Exposing containers to the internet: Use network isolation and proper firewall configurations.
Using ADD instead of COPY: Use COPY unless you need ADD's specific features.
Excessive privileges: Limit container capabilities and privileges.
Failure to scan for vulnerabilities: Regularly scan Docker images for known vulnerabilities.
Insecure networking: Properly configure container networking.
Failure to use HEALTHCHECK: Use health checks to monitor container status.
Insecure mounts/volumes: Carefully consider what is mounted into containers.
Build and runtime artifacts: Use multi-stage builds to reduce unnecessary bloat.

Insecure downloads: Use HTTPS and verify downloads.
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Common Docker Exit Codes and Their Meanings

When a Docker container stops or crashes, it returns an exit code that indicates why it terminated. Below
are common exit codes in Docker and their meanings:

WMNormal Exit Codes

‘Exit CodeH Description ‘

‘0 HSuccess — The container exited normally without errors.‘

Error Exit Codes

Exit . . .
Description Possible Causes & Solutions
Code
The container failed due to an application error. Check logs with
1 General error , .
docker logs <container> to diagnose.
. s Incorrect shell command syntax inside the container. Review script
2 Misuse of shell builtins Y P
syntax.
125 Docker run command Docker itself failed to start the container. Usually caused by invalid
failed parameters. Example: docker run --invalid-flag

The entrypoint or command inside the container is not executable.

126 Permission denied . .
1551 I Run chmod +x script.sh or check permissions.

The command inside the container is missing. Example: Running

127 Command not found python3 app.py when python3 is not installed.

‘128 Hlnvalid exit argument ‘The container received an invalid exit signal.

Container terminated by

. . N .

130 user (Ctrl+C) The container was stopped manually using Ctrl+C or docker stop

137 Killed by SIGKILL (OOM or |[The container was forcefully stopped, often due to running out of
docker kill) memory (OOM kill). Solution: Increase memory allocation.

139 Segmentation fault The application inside the container crashed due to a segmentation
(SIGSEGV) fault. Often caused by memory corruption.

143 Stopped via SIGTERM The container was gracefully stopped using docker stop.

(docker stop)

The container restarts repeatedly due to anissue in the application or

145 Container restart loop . .
entrypoint script.

An unknown, critical failure occurred. Check logs and inspect the

255 Unknown error .
container state.
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